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Abstract Model reduction of large-scale linear time-invariant systems
is an ubiquitous task in control and simulation of complex dynamical
processes. We discuss how LQG balanced truncation can be applied to
reduce the order of large-scale control problems arising from the spatial
discretization of time-dependent partial differential equations. Numerical
examples on a parallel computer demonstrate the effectiveness of our
approach.
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1 Introduction

We consider linear time-invariant (LTI) dynamical systems in state-space form:

ẋ(t) = Ax(t) + Bu(t), t > 0, x(0) = x0,
y(t) = Cx(t) + Du(t), t ≥ 0,

(1)

where A ∈ R
n×n, B ∈ R

n×m, C ∈ R
p×n, D ∈ R

p×m, and x0 ∈ R
n is the initial

state of the system. In particular, we are interested in LTI systems arising from
the semi- or spatial discretization of a control problem for a time-dependent lin-
ear partial differential equation (PDE) like the instationary heat or convection-
diffusion equations. In such a situation, the state matrix A is typically large and
sparse and, often, n ≫ m, p. The number of states, n, is known as the state-space
dimension (or the order) of the system. Applying the Laplace transform to (1)
and assuming x0 = 0, we obtain the input-output mapping in frequency domain,

y(s) = G(s)u(s), s ∈ C, (2)
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where G is the associated transfer function matrix (TFM) defined by G(s) =
C(sI − A)−1B + D.

For purposes of control and simulation, it is often desirable to reduce the
order of the system; see, e.g., [1,6,11]. Specifically, the task of model reduction
is to find a reduced-order LTI system,

˙̂x(t) = Âx̂(t) + B̂û(t), t > 0, x̂(0) = x̂0,

ŷ(t) = Ĉx̂(t) + D̂û(t), t ≥ 0,
(3)

of order r, r ≪ n, with associated TFM Ĝ(s) = Ĉ(sI − Â)−1B̂ + D̂ which ap-
proximates G(s). Using (2), this becomes an approximation problem for TFMs:

y(s) − ŷ(s) = G(s)u(s) − Ĝ(s)u(s) = (G(s) − Ĝ(s))u(s),

so that in an appropriate norm,

‖y − ŷ‖ ≤ ‖G − Ĝ‖‖u‖.

There are plenty of approaches for computing a reduced-order model. Here we
focus on balancing-related methods due to their favorable system theoretic prop-
erties. Among these, linear-quadratic Gaussian balanced truncation (LQG BT)
[7] can be used as a model reduction method for unstable plants, but also pro-
vides a closed-loop balancing technique as it directly provides a reduced-order
LQG compensator. Compared with the standard model reduction method of bal-
anced truncation, the only difference is that the controllability and observability
Gramians, Wc and Wo respectively, are replaced by the stabilizing solutions of
the dual algebraic Riccati equations (AREs)

AWc + WcA
T − WcC

T CWc + BBT = 0, (4)

AT Wo + WoA − WoBBT Wo + CT C = 0, (5)

associated with the regulator and filter AREs used in LQG control design.

In this paper we describe a coarse-grain parallel algorithm for model reduc-
tion, extending the applicability of LQG BT methods to sparse systems with up
to O(105) states. Specifically, we will investigate the parallel solution of sparse
large-scale AREs as this is the main computational step in LQG BT model re-
duction. Our derivations will be based on [3], where we developed a parallel
algorithm based on the combination of the Newton-Kleinman iteration for the
(generalized) AREs and the low-rank ADI method for the (generalized) Lya-
punov equation. We will also discuss the quality of the obtained LQG reduced-
order model.

Numerical experiments on a large parallel architecture consisting of Intel
Itanium 2 processors will illustrate the numerical performance of this approach
and the potential of the parallel algorithms for model reduction of large-scale
sparse systems via LQG BT.



2 LQG Balanced Truncation

In this section we briefly review the main computational steps necessary to com-
pute a LQG reduced-order model. We will assume that the LTI system (1) is
stabilizable and detectable, i.e., there exist matrices K ∈ IRm×n and L ∈ IRn×p

such that both A−BK and A−LC are stable. Under these assumptions, the sta-
bilizing solutions of the AREs (4) and (5) are known to be positive semidefinite.
(By stabilizing solutions we mean the unique solutions for which A − BBT Wo

and A−WcC
T C are stable. For further details on AREs and their solutions, con-

sult [9].) Therefore, Wc and Wo can be factored as Wc = ST S and Wo = RT R.
A possibility here are the Cholesky factors, but in our algorithm we will rather
employ low-rank factors; see below.

Consider now the singular value decomposition (SVD) of the product

SRT = UΣV T = [ U1 U2 ]

[

Σ1

Σ2

]

[ V1 V2 ]
T

, (6)

where U and V are orthogonal matrices, and Σ = diag (γ1, γ2, . . . , γn) is a di-
agonal matrix containing the singular values γ1, γ2, . . . , γn of SRT , which are
called the LQG characteristic values of the system.

In complete analogy to classical balanced truncation, LQG BT now deter-
mines the reduced-order model of order r as (Â, B̂, Ĉ, D̂) = (TLATR, TLB, CTR, D)
with the truncation operators TL and TR given by

TL = Σ
−1/2
1 V T

1 R and TR = ST U1Σ
−1/2
1 . (7)

This method provides a realization Ĝ which satisfies

‖∆lqg‖∞ = ‖G − Ĝ‖∞ ≤ 2

n
∑

j=r+1

γj
√

1 + γ2
j

, (8)

where ‖ .‖ denotes the L∞-norm of transfer functions without poles on the imag-
inary axis.

3 Newton’s method for the ARE

In this section we review a variant of Newton’s method, described in [13], which
delivers a full-rank approximation of the solution of large-scale sparse AREs.
Starting from an initial solution X0, Newton’s method for the ARE (5) proceeds
as follows:

Newton’s method

repeat with j := 0, 1, 2, . . .
1) Kj := BT Xj

2) C̄j :=

[

C
Kj

]

3) Solve for Xj+1:
(A − BKj)

T Xj+1 + Xj+1(A − BKj) + C̄T
j C̄j = 0

until ‖Xj+1 − Xj‖ < τ‖Xj‖



with the tolerance threshold τ defined by the user.
Provided A−BBT X0 is stable (i.e., all its eigenvalues lie on the open left half

plane), this iteration converges quadratically to the desired symmetric positive
semidefinite solution of the ARE [8], Wo = limj→∞ Xj . A line search procedure
in [5] can be used to accelerate initial convergence.

In real large-scale applications, m, p ≪ n, and A is sparse, but the solution
matrix Wo is in general dense and, therefore, impossible to construct explicitly.
However, Wo is often of low-numerical rank and thus can be approximated by

a full-rank factor R̄ ∈ IRn×l̄, with l̄ ≪ n, such that R̄R̄T ≈ Wo. The method
described next aims at computing this “narrow” factor R̄.

Let us review how to modify Newton’s method in order to avoid explicit
references to Xj . Assume for the moment that, at the beginning of iteration j,

we maintain R̄j ∈ IRn×l̄j such that R̄jR̄
T
j = Xj. Then, in the first step of the

iteration, we can compute Kj := BT Xj = (BT R̄j)R̄
T
j , which initially requires

a (dense) matrix product, M := BT R̄j , at a cost of 2l̄jmn flops (floating-point
arithmetic operations); and then a (dense) matrix product, MR̄T

j , with the same
cost. Even for large-scale problems, as m is usually a small order constant, this
represents at most a quadratic cost. In practice, l̄j usually remains a small value
during the iteration so that this cost becomes as low as linear.

The key of this approach lies in solving the Lyapunov equation in the third
step for a full-rank factor R̄j+1, such that R̄j+1R̄

T
j+1 = Xj+1. We describe how

to do so in the next section.

4 Low Rank Solution of Lyapunov Equations

In this section we introduce a generalization of the Lyapunov solver proposed
in [10,12], based on the cyclic low-rank alternating direction implicit (LR-ADI)
iteration. In particular, consider the Lyapunov equation to be solved at each
iteration of Newton’s method

(A − BK)T X + X(A − BK) + C̄T C̄ = 0, (9)

where, for simplicity, we drop all subindices in the expression. Here, A ∈ IRn×n,
B ∈ IRn×m, K ∈ IRm×n, and C̄ ∈ IR(p+m)×n. Recall that we are interested in

finding a full-rank factor R ∈ IRn×l̄, with l̄ ≪ n, such that RRT ≈ X . Then, in
iteration j of Newton’s method, R̄j+1 := R and l̄j+1 := l̄.

The LR-ADI iteration, tailored for equation (9), can be formulated as follows:

LR-ADI iteration

1) V0 := ((A − BK)T + σ1In)−1C̄T

2) R0 :=
√−2 α1 V0

repeat with j := 0, 1, 2, . . .
3) Vj+1 := Vj − δj((A − BK)T + σj+1In)−1Vj

4) Rj+1 := [Rj , ηjVj+1]
until ‖ηjVj+1‖ < τ‖Rj+1‖



In the iteration, {σ1, σ2, . . .}, σj = αj + βj , is a cyclic set of (possibly
complex) shift parameters (that is, σj = σj+ts

for a given period ts), ηj =
√

αj+1/αj , and δj = σj+1+σj , with σj the conjugate of σj . The convergence rate
of the LR-ADI iteration strongly depends on the selection of the shift parameters
and is super-linear at best [10,12,14].

At each iteration the column dimension of Rj+1 is increased by (p + m)

columns with respect to that of Rj so that, after j̄ iterations, Rj̄ ∈ IRn×j̄(p+m).
For details on a practical criterion to stop the iteration, see [2,12]. Note that the
LR-ADI iteration does not guarantee a full colum rank for Rj .

From the computational view point, the iteration only requires the solution
of linear systems of the form

((A − BK)T + σIn)V = W ⇔ ((A + σIn) − BK)T V = W, (10)

for V . Now, even if A is sparse (and therefore, so is Ā := A+σIn), the coefficient
matrix of this linear system is not necessarily sparse. Nevertheless, we can still
exploit the sparsity of A by relying on the Sherman-Morrison-Woodbury (SMW)
formula

(Ā − BK)−1 = Ā−1 + Ā−1B(Im − KĀ−1B)−1KĀ−1.

Specifically, the solution V of (10) can be obtained following the next five steps:

SMW formula

1) V := Ā−T W 4) T := TF−1

2) T := Ā−T KT 5) V := V + T (BT V )
3) F := Im − BT T

Steps 1 and 2 require the solution of two linear systems with sparse coefficient
matrix Ā. The use of direct solvers is recommended here as iterations j and
j + t of the LR-ADI method share the same coefficient matrices for the linear
system. The remaining three steps operate with dense matrices of small-order;
specifically, F ∈ IRm×m, T ∈ IRn×m so that Steps 3, 4, and 5 only require 2m2n,
2m3/3 + m2n, and 4mn(m + p) flops, respectively.

5 Parallel Implementation

The major part of the cost of the LQG BT model reduction method lies with
the Lyapunov equations that need to be solved during Newton’s iteration for the
ARE. We next describe the parallelization of this stage.

The two main operations involved in the LR-ADI iteration for the Lyapunov
equation are the factorization of Ā − BK and the subsequent solution of linear
systems with the corresponding triangular factors. Let Fj (factorization) and
Sj (triangular solves) denote these two operations. Figure 1 (left) illustrates
the data dependencies existing in the LR-ADI iteration. Note the dependency
between the j-th factorization and the solutions of the triangular linear systems
in iterations j, j + ts, j + 2ts, . . . .



Now, as all factorizations are independent, we can compute them in parallel
using np processors (P1, P2,. . . ); on the other hand, the triangular solves need to
be computed sequentially, as the result of iteration j is needed during iteration
j + 1; see Figure 1 (right). Therefore, we can overlap factorizations (F1–F4 in
the figure), factorizations and triangular solves (F5 with both S2 and S3 in the
figure), but not triangular solves.
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Figure 1. Left: Data dependencies graph among factorizations (F1,F2,. . . ) and tri-
angular solves (S1, S2, . . .); ts=5 shifts and lc=7 iterations. Right: Mapping of the
operations (F1,F2,. . . for the factorizations, and S1, S2, . . . for the triangular solves) to
np=4 processes in the coarse-grain parallel algorithm; ts=5 shifts and lc=7 iterations.

The organization of the coarse-grain parallel scheme only requires efficient
serial routines for the factorization of (sparse) linear systems and the solution of
the corresponding triangular linear systems. The only communication is between
“neighbour” processes, which need to transfer the solution of the current itera-
tion step. A detailed description of the parallelization of the LR-ADI iteration
can be found in [4].

6 Numerical Examples

All the experiments presented in this section were performed on a ccNUMA SGI
Altix 350 platform with np=16 processors using ieee double-precision floating-
point arithmetic (ε ≈ 2.2204e−16). In order to solve the sparse linear systems,
we employed the multifrontal massively parallel sparse direct solver in package
MUMPS 4.6.2 (http://graal.ens-lyon.fr/MUMPS/). For dense linear algebra
operations, we employed LAPACK and the MKL 8.1 implementation of BLAS.

In the evaluation of the parallel LQG BT method, we employ two examples:

heat1D: This problem models the variation of the temperature in a 1D thin
rod with a single source of heat.

heat2D: This model corresponds to a linear 2D heat equation with homoge-
neous Dirichlet boundary and point control/observation, resulting from a
FD discretization on a uniform g × g grid.

We first evaluate the numerical quality of the reduced order models obtained
via the LQG BT method. For that purpose, in Figure 2 we compare the frequency



response of the original systems with that of the reduced-order realizations for
the heat1D example (with n=400, m=p=1) and the heat2D example (with a
grid dimension g=20, resulting in a system of order n=400, and m=p=1). For
both examples, the order of the reduced model was set to r=30, and ts=10 shifts
were selected. A good approximation is achieved at most frequencies with a quite
reduced-order model in both cases. Only for the heat1D, there is a deviation from
frequencies starting at 103; however, by then the deviation is below the machine
precision (ε ≈ 2.2e-16).
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Figure 2. Frequency responses obtained with the original system and reduced-order
realization (of order r=30) computed with the parallel LQG BT model for the heat1D
(left) and heat2D (right) examples.

Table 1 reports the execution time (in seconds) of the parallel LR-ADI solver
for the (first) Lyapunov equations arising in the heat1D and heat2D examples of
order n=200,000 and 160,000, respectively. The number of shifts ts was set to 20,
lc=50 iterations were allowed, and the number of processes/processors employed
in the evaluation was varied from np=1 to 10. The parallel results report a mild
reduction the execution time of the LR-ADI solver. We note that this reduction
is highly dependent on several factors. First, the sparsity pattern of the state
matrix A and the efficiency of the sparse solver, as that determines the costs
of the factorization and triangular solve stages. A high ratio of factorization
time to triangular solve time benefits the parallelism of the parallel LQG BT
algorithm. Second, the number of iteration required for convergence compared
with the number of shifts employed during the iterations. A high value of ts and
a small number of iterations benefit the parallelism of our approach.

Example np=1 np=2 np=3 np=4 np=5 np=10

heat1D 113.21 75.27 – 61.34 58.61 –

heat2D 109.12 72.72 59.87 51.37 47.94 40.42
Table 1. Execution times of the parallel LR-ADI solver for the Lyapunov equation
associated with the the heat1D (left) and heat2D (right) examples.



7 Concluding Remarks

We have provided evidence in support of the benefits of the LQG BT method
for model reduction of large-scale systems. However, further experiments are
due before general conclusions can be extracted for the numerical accuracy and
parallelism of this approach.
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