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Abstract

We investigate the numerical solution of algebraic
Bernoulli equations via the Newton iteration for the ma-
trix sign function. Bernoulli equations are nonlinear matrix
equations arising in control and systems theory in the con-
text of stabilization of linear systems, coprime factorization
of rational matrix-valued functions, as well as model reduc-
tion. The algorithm proposed here is easily parallelizable
and thus provides an efficient tool to solve large-scale prob-
lems. We report the parallel performance and scalability
of our parallel implementations on an IBM Regatta system.
Efficiencies around 80% and higher are obtained for using
a reduced number of nodes.

1. Introduction

We consider the algebraic Bernoulli equation (ABE)

AT X + XA − XGX = 0, (1)

where A, G ∈ Rn×n, G = GT , and X ∈ Rn×n is the
sought-after solution. Equation (1) is a homogeneous al-
gebraic Riccati equation (ARE), i.e., an ARE with a zero
constant term. Also note that in correspondence with
Bernoulli’s differential equation

ẏ(t) = p(t)y(t) + q(t)y(t)k, k �= 0, 1,

the name algebraic Bernoulli equation can represent any
equation of the form

L(X) + X


k−1∏

j=1

AjX


 = 0,

where L(X) is a linear operator and Aj ∈ Rn×n for j =
1, . . . , k − 1. Thus, the ABE in (1) is actually a special
Bernoulli equation as well as a special ARE.

The ABE has several applications in systems and con-
trol theory, mostly related to stabilization of linear systems:
suppose

ẋ(t) = Ax(t) + Bu(t), x(0) = x0 ∈ R
n, (2)

where A ∈ Rn×n, B ∈ Rn×m, x(t) ∈ Rn is the state of
the linear system given by the differential equation (2), and
u(t) ∈ Rm is a control input. The stabilization problem is
then to find a control function u(t) such that the solution of
(2) asymptotically converges to zero. A particular solution
of the stabilization problem is given by the feedback law

u(t) := −BT X∗x(t), t ≥ 0, (3)

where X∗ is the maximal (w.r.t. the ordering of symmetric
matrices) solution of the ABE (1) with G = BBT , i.e., for
any solution X of the ABE, X∗−X is a symmetric positive
semidefinite matrix. The solution X∗ is called a stabilizing
solution of (1) if A−GX has all its eigenvalues in the open
left half plane. Thus, we can obtain the stabilizing control
input function (3), from the stabilizing solution of (1) with
G = BBT .



Note that there exist other stabilizing feedback laws for
u(t). The particular one provided by the ABE appears in
several coprime factorization problems for rational transfer
functions used in robust control, see., e.g., [8] or [14, Sec-
tion 13.7]. Also, recent methods for model reduction of
unstable dynamical systems [15] require the numerical so-
lution of ABEs. Large-scale unstable dynamical linear sys-
tems arise for instance in modeling RLC circuits and VLSI
devices [9]. Here “large-scale” means that the dimension of
the ABE, n, can be as large as 103 or even 104. Numerically
reliable methods as those described below require O(n3)
flops (floating-point arithmetic operations) and storage for
O(n2) real numbers. Thus, the solution of an ABE of di-
mension n in the thousands (or larger) could greatly benefit
from the use of parallel computing techniques.

By considering the ABE as a degenerate case of the
ARE, well-known methods for solving this latter equa-
tion can also be applied to the ABE. Thus, e.g., we can
employ spectral projector procedures to compute a basis[
UT V T

]T
, U , V ∈ Rn×n, for the invariant subspace of

the 2n × 2n matrix

H :=
[

A G
0 −AT

]
(4)

associated with the eigenvalues of H in the open left half
plane. Then, if the stabilizing solution of the ABE exists, it
can be computed by X∗ := −V U−1 [12].

We can compute the appropriate subspace of (4) by
means of the QR algorithm for the (real) Schur form [6]
or any of its structure-preserving variants [2], followed by
a procedure to reorder the eigenvalues of the matrix conve-
niently. However, this approach leads to a fine-grain algo-
rithm which is difficult to parallelize on distributed-memory
architectures [7]. Although there exists a parallel imple-
mentation of the QR algorithm as part of ScaLAPACK [4],
no parallel eigenvalue reordering procedure is provided in
this library so that we do not pursue this approach further.

On the other hand, iterative solvers based on the matrix
sign function [3] are specially appealing in that they can
be easily parallelized and deliver excellent performance on
parallel distributed-memory architectures.

The paper is structured as follows. In Section 2 we derive
an iteration for solving the ABE based on the matrix sign
function. Experiments reporting the efficiency of a parallel
implementation of the new method using ScaLAPACK on
an IBM Regatta system are given in Section 3. The final
section summarizes a few concluding remarks.

Throughout the paper we will use Λ(M) to refer to the
spectrum (set of eigenvalues) of a matrix M , and C

−, C+

to denote, respectively, the open left and right half planes.
Also, Ip will stand for the identity matrix of order p,  :=√−1, and R will denote the imaginary axis.

2. Sign function iterative schemes for solving
the ABE

Consider a matrix Z ∈ R
l×l with no eigenvalues on the

imaginary axis, and let

Z = S

[
J−

0

0

J+

]
S−1

be its Jordan decomposition. Here, the Jordan blocks in
J− ∈ Rj×j and J+ ∈ R(l−j)×(l−j) contain, respectively,
those parts of the eigenspectrum of Z in the open left and
right half planes. The matrix sign function of Z is then de-
fined as

sign (Z) := S

[
−Ij

0

0

Il−j

]
S−1.

By applying Newton’s root-finding iteration to Z2 = Il,
with the starting point chosen as Z , we obtain the Newton
iteration for the matrix sign function:

Z0 ← Z, Zk+1 ← 1
2 (Zk + Z−1

k ),
k = 0, 1, 2, . . . .

(5)

The sequence {Zk}∞k=0 converges to

sign (Z) = lim
k→∞

Zk,

with an ultimately quadratic convergence rate [11].
The sign function can be used to solve AREs when ap-

plied to the corresponding Hamiltonian matrix, see [5, 11,
12]. Pursuing this approach for the ABE, we can apply
the iteration (5) to the Hamiltonian matrix H in (4). Now,
exploiting the block-triangular structure of H , we obtain
from (5) the following Newton iteration for the computa-
tion of sign (H):

A0 ← A, Ak+1 ← 1
2

(
1
ck

Ak + ckA−1
k

)
,

G0 ← G, Gk+1 ← 1
2

(
1
ck

Gk + ckA−1
k GkA−T

k

)
,

k = 0, 1, 2, . . . .
(6)

In order to accelerate the convergence, we can use the de-
terminantal scaling

ck := |det(Hk)|1/n

proposed in [5]. In case that A is stable or anti-stable it is
often more efficient to use the optimal norm scaling, given
by

ck :=

√
‖Hk‖2

‖H−1
k ‖2

,

where ‖ · ‖2 denotes the matrix spectral norm (also known
as the 2-norm). In order to avoid the computationally ex-
pensive spectral norm, one can use instead the Frobenious



norm, denoted as ‖ · ‖F , and exploit the special structure of
Hk so that

ck :=

√
‖Hk‖F

‖H−1
k ‖F

=

√
2‖Ak‖2

F + ‖Gk‖2
F

2‖A−1
k ‖2

F + ‖Gk‖2
F

.

A suitable stopping criterion for the iteration is to stop
when

‖Ak+1 − Ak‖F ≤ τ · ‖A‖F ,

where τ is a tolerance threshold. In order to avoid stagna-
tion we choose τ =

√
ε, with ε as the machine precision,

and perform 1–3 additional iterations once this criterion is
satisfied. Due to the quadratic convergence of the Newton
iteration (5), this is usually enough to achieve the attainable
accuracy.

At convergence, after k̄ iterations, the solution of (1) can
be obtained from the full-rank linear least-squares problem
(see [5, 11, 12])[

Gk̄

In − AT
k̄

]
X =

[
Ak̄ + In

0n

]
. (7)

The computational cost of (6) is dominated by forming
the inverse of Ak and solving the linear systems for the se-
quence Gk. This adds up to 6n3 flops per iteration. The
solution of the full-rank linear system in (7) using the QR
factorization requires 14n3/3 additional flops.

The ABE solver that we have described in this section is
basically composed of traditional matrix computations such
as matrix (LU and QR) factorizations, solution of triangular
linear systems, and matrix inversion. All these operations
can be efficiently performed employing parallel linear al-
gebra libraries for distributed memory computers [4, 13].
Here we employ the parallel kernels in the ScaLAPACK li-
brary [4].

3. Experimental results

All the experiments presented in this section were per-
formed on the HPCx system [1, 10] using double precision
arithmetic (ε ≈ 2.22 · 10−16). The results shown here cor-
respond to 10 iterations of the algorithm.

We analyze next the efficacy and the scalability of the
proposed ABE solver. There is currently no other parallel
method for solving this equation. As discussed previously,
parallelizing an approach based on the QR algorithm would
require a parallel implementation of the eigenvalue reorder-
ing procedure that is not available as part of any existing
parallel library. Besides, a comparison between the iter-
ative ABE solver based on the sign function and the QR
algorithm-based approach is problem dependent: both al-
gorithms are iterative and their convergence depends on the
problem matrices. Therefore, it is be difficult to infer any
type of general results from such a comparison.

The HPCx system is located at the UK CCLRC Dares-
bury Laboratory and is operated by the HPCx Consor-
tium. It comprises 50 IBM POWER4+ Regatta nodes, i.e.
1600 processors, delivering 10.8 TeraFlop/s peak, or up to
at least 6 TeraFlops/s sustained. The system is equipped
with 1.6 TeraByte of memory and 36 TByte disk space.

Each Regatta system frame consists of 32 1.7 GHz
POWER4 processors. In the POWER4 architecture, a chip
contains two processors, together with the Level 1 (L1) and
Level 2 (L2) cache. Each processor has its own L1 instruc-
tion cache of 128 kB and L1 data cache of 64 kB integrated
onto one chip. Also on board the chip is the L2 cache (in-
structions and data) of 1.5 MBytes, which is shared between
the two processors. Four chips (8 processors) are integrated
into a multi-chip module (MCM) and four MCMs (32 pro-
cessors) comprise one frame. Each MCM is configured with
128 MB of L3 cache and 8 GB of main memory. The total
L3 cache of 512 MB per frame and the total main memory
of 32 GB per frame is shared between the 32 processors of
the frame. The frames in the HPCx system are connected
via an IBM High Performance Switch (HPS). As we have
used at most 20 processors, we have employed a single Re-
gatta frame for each one of our experiments.

The HPCx system is run under an IBM AIX operating
system and is fully equipped with IBM’s latest releases of
compilers and libraries. We made use of the LAPACK,
PBLAS, and ScaLAPACK libraries whenever possible.

Our first experiment reports the execution time of the
parallel routine for an ABE of dimension n = 3200. This is
about the largest size we could solve on a single node of the
platform considering the number of data matrices involved,
the amount of workspace necessary for computations, and
the size of the RAM per node. The plot in the top of Fig-
ure 1 reports the execution time of the parallel algorithm
using np=1, 2, 4, 6, 8, 10, and 12 processors. The execu-
tion of the parallel algorithm on a single node is likely to
require a higher time than that of a serial implementation of
the algorithm (using, e.g., LAPACK and BLAS); however,
at least for such large-scale problem, we expect this over-
head to be negligible compared with the overall execution
time.

The figure shows a notable reduction in the execution
time when a small number of processors is employed: From
about 11 minutes to scarcely more than 1 minute. Also, for
such a small problems, using more than 12 processors does
not achieve a significant reduction in the execution time.

Table 1 reports the speed-up and efficiency of the algo-
rithm. High speed-ups are obtained for 2, 4, 6, 8, and 12
nodes. As expected, these values decrease as np gets larger:
as the system dimension is fixed, the problem size per node
is reduced, and so does the amount of computations and the
opportunity for parallelism.

We next evaluate the scalability of the parallel algorithm



0 2 4 6 8 10 12
0

100

200

300

400

500

600

700

Number of processors

E
xe

cu
tio

n 
tim

e 
(in

 s
ec

.)

ABE solver

ABE solver

0 2 4 6 8 10 12 14 16 18 20
0

500

1000

1500

2000

2500

3000

3500

Number of processors

M
flo

ps
 p

er
 n

od
e

ABE solver

ABE solver

Figure 1. Performance of the ABE solver on
the HPCx system.

np 2 4 6 8 10 12

Speed-up 1.92 3.31 4.75 6.41 7.30 9.38
Efficiency 0.96 0.82 0.79 0.80 0.73 0.78

Table 1. Speed-up of the ABE solver on the
HPCx system.

when the problem size per node is constant. For that pur-
pose, we fix the problem dimensions to n/

√
np ≈ 3200,

and report the Mflops (Millions of flops) per node. The plot
in the bottom of Figure 1 shows the Mflop rate per node of
the parallel routine. These results show a certain degree of
scalability for our parallel kernels, as there is only a small
decrease in the performance of the algorithm when np is
increased while the problem dimension per node remains
fixed. In going from a serial execution to a parallel one a
moderate loss of performance (from 3192 Mflops to 2750
Mflops on four processors; that is, 14% of loss) is expe-
rienced, mainly due to the communication overhead. The
Mflops rate is then maintained around 2200 Mflops expect
for the np = 20 case, where a considerable decrease is en-
countered. This can be due to the logical topology that was
used for the data distribution in this case or to contention
in memory traffic as the processors in each Reggata system
frame access the same shared memory.

4. Conclusions

We have proposed a new matrix sign function-based iter-
ative scheme to obtain the solution of the ABE. The method
can be easily parallelized using the kernels in ScaLAPACK
and delivers a highly parallel and scalable algorithm as
demonstrated by the numerical experiments. ABEs with di-
mensions n in the order of thousands can thus be solved
efficiently on parallel distributed-memory computers.
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