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Solving Large-Scale
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Sparsity and parallel algorithms:
two approaches to beat the
curse of dimensionality.

By Peter Benner I
n this article we discuss sparse matrix algorithms and parallel algorithms,
as well as their application to large-scale systems. For illustration, we solve
the linear-quadratic regulator (LQR) problem and apply balanced trunca-
tion model reduction using either parallel computing or sparse matrix algo-
rithms. We conclude that modern tools from numerical linear algebra,
along with careful investigation and exploitation of the problem structure,

can be used to derive algorithms capable of solving large control problems. Since
these approaches are implemented in production-quality software, control engi-
neers can employ complex models and use computational tools to analyze and
design feedback control laws.

Background
Classic and modern control theory is usually concerned with analyzing and syn-
thesizing systems described by ordinary differential equations (ODEs) that
often represent physical laws of motion. The linearization of higher order ODEs,
such as second-order systems describing classical mechanical systems, or lin-
earization of nonlinear ODEs about an equilibrium, leads to the well-known rep-
resentation of a linear-time invariant (LTI) system 



ẋ(t) = Ax(t) + Bu(t), t > 0, x(0) = x0,

y(t) = C x(t) + Du(t), t ≥ 0, (1)

where A ∈ Rn×n, B ∈ Rn×m, C ∈ Rp×n, and D ∈ Rp×m are
constant matrices. The order n of the system ranges from a
few tens to several hundred as in control problems for
large flexible space structures. The increase in dimension
and the desire to control multi-input/multi-output systems
triggered the need for reliable stan-
dard software from numerical linear
algebra packages. These packages
include LINPACK/EISPACK in the
1970s or LAPACK [1] in the late 1980s
and 1990s. Several approaches to
building software libraries for control
based on those packages have been
pursued; see [2] for a review. The
most successful package identified for
control-oriented computations is
MATLAB, together with its different toolboxes related to
control [3]. The basic computational kernels in MATLAB
were also based on LINPACK/EISPACK and from version
6.0 on they are based on LAPACK. With the availability of
LAPACK-based implementations in MATLAB and SLICOT,
the subroutine library in control theory [2], it is now possi-
ble to apply analysis and synthesis methods to systems of
the form (1) with order up to n = 1, 000.

At the same time, the complexity of models describing
physical problems has also increased, especially systems
modeled by partial differential equations (PDEs). The
design and analysis of controllers and observers is chal-
lenging for these systems, and there has been considerable
effort devoted to optimal control [4]. Here we focus on the
LQR problem for parabolic PDEs [5]. A comprehensive
treatment using the general framework of linear evolution
equations and semigroup theory yields systems of the
form (1) with matrices replaced by linear (infinite-dimen-
sional) operators; see [6], [7].  Many practically relevant
PDEs are analyzed in detail in [7], for example,
Euler–Bernoulli, Kelvin–Voigt, or Kirchhoff equations.
Although an approximation theory has been developed,
the issue of numerical methods used to solve these prob-
lems has been inadequately treated. The lack of adequate
numerical methods and software frequently prevents the
use of modern control methodologies such as linear qua-
dratic Gaussian (LQG) or H∞ controller design when the
underlying physical problem is modeled by PDEs. Instead
of using control and system-theoretic concepts, the
numerical analysis approach to solving PDE-constrained
optimal control problems is based on the fully discretized
PDE and uses optimization algorithms such as Newton’s
method and quadratic programming to solve the subse-
quent optimization problem. In the next section we discuss

some of the obstacles to applying standard control
methodologies to PDE control problems. 

Large-Scale Control Problems
A major source of large-scale control problems is the
modeling of the underlying physical process by PDEs.
Since the LQR framework is analogous to the finite-dimen-
sional case [6], [7], this approach is attractive for infinite-
dimensional systems.

What are the computational problems that arise in con-
trolling PDEs? Discretizing the partial derivatives for spa-
tial coordinates (and possibly linearizing the resulting ODE
for the mesh function) leads again to a system of the form
(1). The system dimension easily exceeds 10,000 for prob-
lems in two space dimensions (2-D) and may reach several
million for three-dimensional (3-D) problems, although the
number of inputs and outputs remains small, that is,
m, p 	 n. Therefore, methods used for standard state-
space systems arising from ODE models, which are mostly
of computational complexity O(n3) floating point opera-
tions (flops) and require O(n2) workspace, can no longer
be applied for such models. For instance, using a standard
2-D array for storing the coefficient matrix of the Laplace
operator (one of the simplest partial differential operators,
arising, for example, in heat conduction problems),
defined on a 3-D cube and discretized using 100 grid points
in each direction, requires 745 Gb if the IEEE double preci-
sion standard is used for floating point numbers and still
half as much for single precision. Even if we could store
the matrix in the main memory, solving a linear system of
equations for this coefficient matrix with Gaussian elimina-
tion, which requires roughly 2n3/3 flops, would take 105
years on an Intel Pentium 4 processor running at 2 GHz.
Since the discretized Laplace operator is a sparse matrix,
most matrix entries are zero and need not be stored (more
than 99.9% of the matrix entries are zero!). 

Fortunately, there exist efficient algorithms for exploit-
ing this special sparsity structure. Using modern sparse
linear algebra techniques, the problem discussed above
can be solved in seconds on the Pentium 4 machine.
Hence, solving PDEs is a problem for which advanced tech-
niques exist, and many challenging numerical problems
have been solved in the last decades. However, controlling
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or regulating a system governed by a PDE is  more difficult.
The usual analysis and synthesis tools available, for exam-
ple, in the MATLAB Control Systems Toolbox or even the
algorithmically more advanced SLICOT library, have limit-
ed ability to exploit sparse structures. Using recently
developed tools for solving the underlying matrix equa-
tions for sparse coefficient matrices, we claim that PDE
control is possible using modern controller synthesis. This
claim is demonstrated below for the LQR problem applied
to the heat equation.

Another approach for treating large-scale problems is
to reduce the size of the problem using model-reduction
techniques. Large problems with dense coefficient matri-
ces can also arise, such as when the boundary element
method or wavelet techniques are used to semidiscretize
the PDE. The only way to solve the resulting control prob-
lems is to increase the computing power as algorithms of
complexity n3 are needed. Reducing the complexity of
these algorithms by employing the multiscale or hierarchi-
cal structure of the resulting system matrix is a topic of
ongoing research; see [8]. Here, we discuss the use of par-
allel computing, which exploits the computing power and
memory of multiple computers. Recent advances in clus-
ter computing, network technology, and parallel algo-
rithms allow large-scale problems to be solved using only
off-the-shelf hardware components (such as PCs available
in a lab connected in a local area network (LAN)), and
standard software components for communication as well
as for computation. We shall demonstrate how traditional
algorithms from system analysis and synthesis such as
solving linear (Lyapunov or Sylvester) matrix equations,
stabilizing a system, and computing LQR controllers, can
be applied to systems with thousands of states if the right
algorithms from parallel linear algebra are employed. Such
parallel computation techniques can also serve as black-
box tools to test methodologies for large-scale sparse sys-
tems before implementing sparse linear algebra
techniques, a tedious and complicated task that should be
done only after determining which synthesis methods are
to be applied (for example, discrete-time or continuous-
time model description and H2- or H∞-control). 

Sparsity and Parallelization
Sparse and parallel matrix algorithms are not competitive,
since they aim at different problem classes. For large-scale
sparse problems, parallel computing eventually becomes
necessary. Therefore, a future goal is to combine both
techniques to make the methods applicable to control
problems for PDEs on complex 3-D computational domains.

Sparse Matrices
A matrix A ∈ Rn×n is sparse if most of its entries are zero.
If the number of nonzero entries is denoted by nz, then we
say that a matrix is sparse whenever nz = O(n).

Origin of Sparse Matrices
Sparse matrices typically arise in the discretization of par-
tial differential equations.  Consider the Poisson equation
−�x(ξ, η) = f(ξ, η) for (ξ, η) ∈ � = [0, 1] × [0, 1] , with
homogeneous Dirichlet boundary conditions x ≡ 0 on ∂�.
Here, � := (∂2/∂ξ2) + (∂2/∂η2) is the Laplace operator.
Using a standard finite-differences method (FDM) with uni-
form grid of mesh size h = 1/(N + 1) in both space direc-
tions yields a linear system of equations Ax = f in RN2

.
Here, fN(i−1)+ j = f(ih, jh) , x ∈ RN2

is the vector of
unknowns, where xN(i−1)+ j is the computed approximation
to x(ih, jh), and
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Here, In or just I denotes the identity matrix in Rn×n.  
As a consequence of the FDM approach, each row and

each column of A has at most five nonzero entries. That is,
only (5/N2) × 100% of the matrix entries need to be
stored. For N = 100, the required storage space (using
IEEE double precision format) of 763 MB for dense matri-
ces is reduced to less than 600 kB for the sparse matrices
in (2). The exact storage requirements depend on the stor-
age format used; see [9] for a discussion of several sparse
matrix formats. For (2), further reduction is achieved by
observing that the nonzero entries are constant along five
diagonals (except for some intervening zeros). However,
this structure does not hold even for slightly more com-
plex differential operators, domains, or discretizations.

The above observations relate to (1) as follows. Sup-
pose the control problem consists of regulating the tem-
perature in the square domain � using a heat source in the
midpoint of the square. Then the governing equation is the
(instationary) heat-diffusion equation with point control

∂

∂ t
x = α�x + Bu in �

with an appropriately chosen operator B, a constant
α > 0, and u ∈ L2[0,∞) . With homogeneous Dirichlet
boundary conditions and for a given initial temperature
distribution g(ξ, η), the same FDM discretization applied to
� and N odd yields the stable single-input LTI system

ẋ(t) = −α Ax(t) + Bu(t), (3)



where xN(i−1)+ j(t) is the approximation to x(t, ih, jh), A is
given by (2), and B = e((N+1)2/2) , where ek denotes the kth
unit vector in Rn. With a suitably chosen output equation
y = C x, we thus obtain a standard linear system as in (1).

Many methods for system analysis and control design
involve a state-space transformation. These transforma-
tions destroy the sparsity structure and produce a dense
matrix that requires workspace for n2 = N4 real numbers.
For the example mentioned above (N = 100), this situation
represents a severe problem even
on high-end workstations. Also,
the computational complexity of
n3 = N6 flops of most analysis and
synthesis methods prevents the
application of modern control-the-
oretic methods. On the other
hand, solving the Poisson equation
with a sparse method can be
achieved in seconds on desktop computers. Therefore,
modern control techniques can only be applied if we are
able to reduce the complexity of the necessary algorithms
to O(n logk n) flops for some modest integer k so that they
nearly scale with the problem size n.

Sparse Matrix Algorithms
There are two different directions for exploiting sparse
structures: sparse direct methods and iterative methods.
Iterative methods such as Krylov subspace methods (see
[9]–[11]) have the advantage that they do not alter A
during the computations; the sole information about A
required and the major computational task in each itera-
tion is the result of a matrix-vector product. Exploiting
sparsity, the matrix-vector product Az for z ∈ Rn can be
implemented in O(nz) = O(n) flops. If the iterative
process converges in k � n steps to the solution of the
linear system of equations, then we have achieved the
desired complexity reduction. On the other hand, direct
methods (see [12] for an introduction to the topic) are
specially adapted versions of Gaussian elimination or
LU/Cholesky factorization that minimize the level of fill-in
during the elimination process. By fill-in we mean the
generation of new nonzero entries in the matrix A during
the elimination process. These methods carefully analyze
the sparse matrix and try to find a permutation such that
the fill-in during the elimination process for the permuted
matrix is minimized. Many other details are needed for a
successful application of sparse direct methods; see [12].
If sparse direct solvers are applicable in an efficient way
so that linear systems can be solved in O(γ · nz) flops
with a modest constant γ (as is the case in problems aris-
ing from discretized partial differential operators), then
these methods are usually preferred over iterative
solvers due to numerical stability and the ability to avoid
stopping criteria.

The key to solving large-sparse control problems
obtained from semidiscretization of PDEs using FDM or
the finite element method (FEM) is to replace the O(n3)

algorithms by methods that rely on sequences of solu-
tions of linear systems, where we can use direct or itera-
tive methods. These methods are well developed in the
sparse numerical linear algebra community, and reliable
software is available. Applications to Lyapunov and alge-
braic Riccati equations enable LQR design and model

reduction techniques for large systems. These techniques
carry over to H2 and H∞ optimization. 

There are efforts aimed at applying Krylov subspace
methods to large-scale control problems using projection
techniques. This technique can be described as follows.
The control state space is projected onto a low-dimension-
al subspace given by an appropriate basis for the comput-
ed Krylov subspace. This projection in itself can be seen
as a model reduction technique (see also the section
“Model Reduction”). The control problem is solved in the
low-dimensional setting, and the solution is prolongated to
full scale. Despite recent efforts in this direction, this
approach cannot be considered mature as far as control
system design is concerned. For example, if this technique
is employed for the Riccati approach to solving LQR/LQG
design problems, there is no way to guarantee closed-loop
stability for the full-scale problem (see also the discussion
in “The LQR Problem”). It should be noted, though, that
Krylov subspace techniques are successful as model
reduction techniques, in particular in circuit simulation;
see the recent reviews [10] and [13]. There remain impor-
tant open questions related to control system design, to
which we shall return later.

Parallel Matrix Algorithms
A relatively new approach for dealing with large-scale
problems is to use the resources of many processors.
Clusters constructed from commodity systems (PCs and
LANs with local area switches) and “open” software have
started to be widely used for parallel scientific computing.
Notable improvements in the performance of commodity
hardware have resulted in affordable tools for large-scale
scientific applications. Cluster computing has become a
major research field in scientific computing, as empha-
sized by the annual IEEE Cluster Computing Conference,
conferences and workshops dedicated to this topic, and
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special issues of leading scientific journals on parallel com-
puting. For really large problems, we have to resort to dis-
tributed memory computing in contrast to a shared
memory environment, which permits the use of an arbi-
trary amount of workspace consisting of the main memory
of all computers in the network forming the cluster.

The major ingredient in the success of a parallel algo-
rithm is the availability of affordable hardware, portable
software for data communication such as MPI (message-
passing interface) [14], and portable software for basic lin-
ear algebra computations, such as those available in the
BLAS and LAPACK or ScaLAPACK [15]. These libraries
enhance reliability and improve portability of the routines
since we use the most general parallelization strategy not
targeted to a specific computing platform. ScaLAPACK is
based on the PBLAS (a parallel version of the serial BLAS)
for basic computations such as scalar and matrix products
and employs communication subroutines collected in a
sublibrary called BLACS (Basic Linear Algebra Communica-
tion Subroutines). The BLACS provide routines for passing
matrices and vectors between processors and can be port-
ed to any serial and parallel architecture with an imple-
mentation of MPI.

In ScaLAPACK, the computations are performed on a
logical rectangular grid of np = pr × pc processes. The
processes are mapped onto the physical processors,
depending on their availability. All data matrices have to
be distributed among the process grid prior to the invoca-
tion of a ScaLAPACK routine. It is the user’s responsibility
to perform this data distribution. Specifically, in ScaLA-
PACK the matrices are partitioned into mb × nb blocks,
and these blocks are then distributed and stored among
the processes (see [15] for details).

Sparse matrix algorithms often have a high potential for
parallelization. This topic is of high priority for future
research. Here, we only discuss how parallel computing
enables us to employ techniques that have been successfully
applied in control system design for large control problems.

In view of parallelizing the computational algorithms
underlying analysis and synthesis routines for control sys-
tems, we face a major difficulty. The workhorse of all func-
tions for controller design based on the LQR/LQG or H∞
formalism in the MATLAB Control Toolbox and also in SLI-
COT is the QR algorithm, which yields the (real) Schur
form of a matrix A ∈ Rn×n by computing an orthogonal
matrix U ∈ Rn×n and a quasi-upper triangular matrix T
(the Schur form of A) such that AU = UT . By arranging
the eigenvalues of A in a desired order on the diagonal of
T , we obtain a corresponding A-invariant subspace (an A-
invariant subspace S ⊂ Rn is defined by the
propertyAS ⊂ S) spanned by the leading k columns of U
corresponding to the desired eigenvalues. The QR algo-
rithm is the major ingredient in the Bartels–Stewart
method or Hammarling’s method for solving Lyapunov

equations as well as in the Schur vector method for solving
algebraic Riccati equations; see [16]. These fundamental
matrix equations have to be solved for LQR/LQG/H2 and
H∞ controller design as well as in model reduction meth-
ods based on balancing. Unfortunately, the QR algorithm
has proved to be a challenging problem in the develop-
ment of parallel matrix algorithms [17]. A parallel imple-
mentation of the QR algorithm is available in ScaLAPACK,
but its performance remains unsatisfactory.

Recent attempts in parallel algorithms for control prob-
lems have focused on replacing the QR algorithm with
another general purpose algorithm that can serve as the
basis for solving Lyapunov and Riccati equations. In fact,
the Schur form provides more information than is needed
in the control problems mentioned above. Specifically,
while the Schur form separates each eigenvalue from the
others, it suffices to separate the stable eigenvalues (those
in the open left-half plane) from the unstable ones and find
a corresponding invariant (or deflating) subspace. The A-
invariant subspace V corresponding to the stable eigenval-
ues is called the stable invariant subspace and can be
computed from a projector P onto V . Here, P is a projector
onto V if and only if range (P) = V and P2 = P. An orthogo-
nal basis of V can then be computed by means of a QR fac-
torization of P. Spectral projection methods compute such
a projector P. Since the problem of solving Lyapunov and
Riccati equations is closely related to invariant subspace
computation, these methods can be applied in this con-
text. The most popular of these methods is the sign func-
tion method [18], which we briefly describe in the
following.

The Sign Function Method
Consider a matrix Z ∈ Rn×n with no eigenvalues on the
imaginary axis jR. Let 

Z = S
[

J− 0
0 J+

]
S−1

be its Jordan decomposition, where J− ∈ Rk×k and
J+ ∈ R(n−k)×(n−k) contain the Jordan blocks corresponding
to the stable and antistable, respectively, parts of the spec-
trum of Z . The matrix sign function of Z is defined as

sign (Z ) := S
[ − Ik 0

0 In−k

]
S−1.

Note that sign(Z ) is uniquely defined [19]. Alternative defi-
nitions of the sign function can be given; see [20] for an
overview. Computing the sign function of a matrix yields a
spectral projection method since ( In − sign(A))/2 defines a
projector onto the stable A- invariant subspace. In the
sequel this property is used to solve several computation-
al problems.
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Computing sign(Z ) can be achieved as follows: applying
Newton’s method to the equation Z 2 − In = 0, we obtain
the classical iteration for the matrix sign function: 

Z0 ← Z , Zj+1 ← 1
2

(
cjZj + 1

cj
Z−1

j

)
, j = 0, 1, 2, . . . ,

(4)

where cj ∈ R is an acceleration parameter. Under the given
assumptions, the sequence {Zj}∞j=0 converges to sign (Z )

with a locally quadratic convergence rate [18]. A typical
convergence history based on ‖Zj+1 − Zj‖1/‖Zj+1‖1 is dis-
played in Figure 1, showing the fast quadratic convergence
rate. Here, we compute the sign function of a dense matrix
A associated with the steel cooling example below with
n = 1357. The eigenvalue of A closest to the jR
is ≈ −6.7 · 10−6 . The eigenvalue of largest magnitude is
≈ −5.8, thus the condition of A is about 106 since A is sym-
metric negative definite. Usually, 8–12 steps are enough to
obtain maximal accuracy. Due to the small stability margin,
relatively many (17) iterations of (4) are needed. The com-
putations were performed using MATLAB 6.5 on a Linux PC
(AND Athlon processor, running at 1.7 GHz).

A major appeal of using sign function-based algorithms
in parallel computing is motivated by the fact that matrix
addition is an operation that requires no communication
using the ScaLAPACK matrix distribution, and the compu-
tation of Z−1

j using Gauss–Jordan elimination is also effi-
ciently parallelizable; see [21] for parallel performance of
the sign function method. The sign function method is crit-
icized for several reasons, the most prominent one being
the need to compute an explicit inverse at each step. The
performance of the method decreases when eigenvalues
close to the imaginary axis are present, but numerical
instabilities basically show up only when there are eigen-
values whose imaginary parts have magnitude less than
the square root of the machine precision. Hence, signifi-
cant problems can be expected in double precision arith-
metic (as used in MATLAB) for imaginary parts of
magnitude less than 10−8. A more precise analysis involves
the reciprocal of the separation of stable and antistable
invariant subspaces; the distance of eigenvalues to the
imaginary axis is an upper bound for the separation. Fortu-
nately, in the control applications considered here, poles
are sufficiently far from the imaginary axis. On the other
hand, if we have no problems with the spectral dichotomy,
then the sign function method solves a spectral decompo-
sition problem that is usually better conditioned than the
Schur vector approach, as it only separates the stable
from the antistable subspace while the Schur vector
method essentially requires the separation of n subspaces
from each other. The difference in the conditioning of the
Schur form and a block triangular form (as computed by
the sign function) is discussed in [22]. Therefore, counter

to intuition, it should not be surprising that results com-
puted by the sign function method are often more accurate
than when using Schur-type decompositions; examples are
presented in [23].

In the following sections the sign function (iteration) is
used to implement efficient parallel algorithms for solving
Lyapunov and algebraic Riccati equations. As sparsity is
lost in the first step of (4), the sign function method is a
dense matrix technique, and algorithms based on it
require O(n3) flops, no matter what nz is. Recent
approaches to data-sparse representations of matrices can
be used to implement (4) in O(n logk n) flops. In such a set-
ting, the sign function method becomes perfectly scalable,
so that its parallel performance is retained when adding
additional processors. Applications of this technique to
control problems are under development. 

The LQR Problem
We consider the numerical solution of the continuous-time
autonomous linear-quadratic optimal control problem,
known as the LQR  problem:

Minimize

J (x0,u) = 1
2

∞∫
0

(y(t)T Sy(t) + u(t)T Ru(t))dt (5)

over u ∈ L2[0,∞) subject to the dynamics given by (1).

For notational convenience, we assume D = 0. More-
over, S = ST ∈ Rp×p and R = RT ∈ Rm×m are assumed to
be positive definite. Under the assumptions that (A, B) is
stabilizable and (A, C ) is detectable, the optimal control is
given by the feedback law

February 2004 49IEEE Control Systems Magazine

Figure 1. Convergence history for sign(A) using (4). The
initial phase of almost stagnation is relatively long in this
example. The ultimate quadratic convergence rate is clearly
visible.

0 2 4 6 8 10 12 14 16 18
10–20

10–15

10–10 

10–5
 

100

105

Number of Iterations

R
el

at
iv

e 
C

ha
ng

e 
of

 It
er

at
es



u∗(t) := −R−1 BT P∗x(t), t ≥ 0, (6)

where P∗ is the stabilizing solution of the algebraic Riccati
equation (ARE)

0 = R(P) := C T SC + AT P + PA − PBR−1 BT P, (7)

that is, all eigenvalues of A − BR−1 BT P∗ are in the open
left-half plane.

The solution methods for the ARE can be divided into
two classes. The methods in the first class are based on
the connection to the eigenvalue problem for the Hamil-
tonian matrix

H =



A BR−1 BT

C T SC −AT


 . (8)

If (A, B) is stabilizable and (A, C ) is detectable, then the
spectrum of the Hamiltonian matrix is σ (H) =
{±λ1, . . . ,±λn}, Re (λk) < 0 for k = 1, . . . ,n. Moreover, if
the columns of 

[
U
V

]
, U,V ∈ Rn×n , span the H-invariant sub-

space corresponding to λ1, . . . , λn , then the symmetric,
positive semidefinite stabilizing solution of the ARE (7) is
given by P∗ := −VU−1 . Any method for solving nonsym-
metric eigenproblems returning a basis for the required
invariant subspace can be used to solve this problem. The
most prominent methods using this connection to Hamil-
tonian matrices are the eigenvector approach and the
Schur vector-type methods, which rely on similarity trans-
formations S−1 H S to obtain a reduced form from which
the desired H-invariant subspace can be read off. Alterna-

tively, spectral projection methods such as the sign func-
tion method can be employed. A discussion of these meth-
ods, as well as original references, can be found in [16] and
[24]--[26]. The methods based on the sign function serve
as the basis for parallel matrix algorithms for the LQR
problem. We discuss their parallel implementation later.
The first step in the computational process, which is a sim-
ilarity transformation to Hessenberg or Hessenberg-like
form or the first iteration in (4), destroys the sparsity
structure of A and the low-rank nature of the off-diagonal
blocks in (8). Therefore, these methods have a prohibitive
cost of O(n3) flops and cannot be applied to large-scale
sparse problems.

Large-scale eigenvalue problems are often solved using
Krylov subspace methods; see [11]. These methods do not
alter H but use it only for matrix-vector products, which
can be implemented efficiently, employing the given spar-
sity and low-rank structure of H. Unfortunately, to obtain
P∗, the full n-dimensional stable invariant subspace has to
be computed, making the cost of computation and storage
prohibitive. Although methods to compute low-rank
approximations to the required invariant subspace have
been proposed (see [27] and [28]), it is not clear whether
the computed approximation P̃ to P∗ gives a small residual
‖R(P̃)‖. Moreover, P̃ usually does not have the required
stabilizability property.

These considerations imply that methods based on the
correspondence of the ARE (7) to the Hamiltonian matrix
(8) are in general not suitable for solving large-scale LQR
problems with sparse state matrix A.

The second class of methods consists of Newton-type
methods that treat (7) as a nonlinear system of equations.
In the following subsection, we use Newton’s method to
derive an algorithm for solving AREs by a sequence of lin-
ear systems of equations with the sparse matrix A. There
is still the problem of storing the usually dense n × n
matrix P∗. This storage can be avoided by observing that,
for the problems under consideration, the spectrum of the
positive semidefinite matrix P∗ = Z∗Z T∗ often decays to
zero rapidly. Here Z∗ can be considered as a Cholesky fac-
tor of P∗. A typical situation is given in Figure 2, where we
have plotted the eigenvalues of P∗ for an LQR problem aris-
ing from a finite-element discretization of a one-dimension-
al heat control problem.

For an eigenvalue decay as in Figure 2, we expect that
P∗ can be approximated accurately by a factorization Z̃ Z̃ T

for some Z̃ ∈ Rn×r with r � n. Such an approximation is
obtained by truncating the spectral decomposition
P∗ = ∑n

j=1 λjzjzT
j after the first r terms. Here, the eigenval-

ues λj are ordered by decreasing magnitude and zj is the
eigenvector of P∗ corresponding to λj. This observation
has led to various approaches for solving AREs (and Lya-
punov equations) by methods based on low-rank factoriza-
tion of the solution; see [23], [29], and  [30].
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Figure 2. Decay of eigenvalues of Ph in the stabilizing Ric-
cati solution. The eigenvalues below the eps-line can be set
to zero without introducing any significant error in the spec-
tral decomposition of Ph . With increased dimension, the
number of eigenvalues larger than machine precision
(almost) does not increase.
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So far, there are some partial results explaining the
decay of the eigenvalues of Lyapunov and Riccati solu-
tions; bounds and estimates for the decay are given in [31]
and [32]. Structural information of the underlying physical
problem has not yet been incorporated into the analysis.
Such information might shed more light on the existence of
accurate low-rank approximations.

A Sparse Method for the LQR Problem
Since the ARE (7) is a nonlinear system of equations, it is
natural to apply Newton’s method to find its solutions.
This approach has been investigated; details and further
references can be found in [16], [19], [25], and [26]. To
make the derivation more concise, we remove the output
and control weighting matrices S and R by redefining
B := BR−1

C , C := S−1
C C , where S = ST

C SC and R = RT
C RC

are the Cholesky factorizations of S and R, respectively.
Observe that the (Frechét) derivative of R at P is given

by the Lyapunov operator

R′
P : Z →

(
A − BBT P

)
Z + Z

(
A − BBT P

)T

and note that Newton’s method for AREs is given by

Nk :=
(
R′

Pk

)−1
R(Pk), Xk+1 = Xk + Nk. Then the Newton iter-

ation for a given starting matrix P0 can be written as follows:

1) Ak ← A − BBT Pk

2) Solve the Lyapunov equation AT
k Nk + Nk Ak = −R(Pk)

3) Pk+1 ← Pk + Nk.

Assume a stabilizing P0 is given such that A0 is sta-
ble. Then all Ak are stable and the iterates Pk converge
to P∗ quadratically. To make this iteration work for
large-scale problems, we need a Lyapunov equation
solver that employs the structure of Ak as “sparse +
low-rank perturbation” by avoiding to form Ak explicitly,
and which computes a low-rank approximation to the
solution of the Lyapunov equation following the low-
rank factorization paradigm explained above. A relevant
method is derived in detail in [29] and [33] and is
described in the following.

First, we rewrite Newton’s method for AREs such that
the next iterate is computed directly from the Lyapunov
equation in Step 2:

AT
k Pk+1 + Pk+1 Ak = −C T C − PkBBT Pk =: −WkW T

k . (9)

Assuming that Pk = ZkZ T
k for rank (Zk) 	 n and observing

that rank (Wk) ≤ m + p 	 n , we need only a numerical
method to solve Lyapunov equations having a low-rank
right hand side which returns a low-rank approximation to
the (Cholesky) factor of its solution. For this purpose, we
can use a modified version of the alternating directions
implicit (ADI) method for Lyapunov equations of the form

F Q + QF T = −WW T with F stable, W ∈ Rn×nw . The ADI
iteration can be written as [34]

(
F T + pj I

)
Q( j−1)/2 = −WW T − Qj−1(F − pj I),

(
F T + pj I

)
QT

j = −WW T − Q( j−1)/2(F − pj I), (10)

where p denotes the complex conjugate of p ∈ C. If the
shift parameters pj are chosen appropriately, then
limj→∞ Qj = Q with a superlinear convergence rate. Start-
ing this iteration with Q0 = 0 and observing that for stable
F , Q is positive semidefinite, it follows that Qj = YjY T

j for
some Yj ∈ Rn×rj . Inserting this factorization into the above
iteration, rearranging terms and combining two iteration
steps, we obtain a factored ADI iteration that in each itera-
tion step yields nw new columns of a full-rank factor of Q;
see [29], [30], and [33] for several variants of this method.
If convergence of the factored ADI iteration with respect to
a suitable stopping criterion is achieved after jmax steps,
then Yjmax = [V1, . . . , Vjmax ] ∈ Rn× jmaxnw , where Vj ∈ Rn×nw .
For large n and small nw we therefore expect that
rjmax := jmaxnw 	 n. In that case, we have computed a low-
rank approximation Yjmax to a factor Y of the solution, that
is Q = YY T ≈ Yjmax Y T

jmax
. In case nw · jmax becomes large, a

column compression technique from [35] can be applied
to reduce the number of columns in Yjmax without adding
significant error.

The term “low-rank approximation” is slightly mislead-
ing. If the ADI method runs to convergence, it computes an
exact full-rank factor of the solution. Terminating based on
a stopping criterion guaranteeing full attainable accuracy,
we get an approximation as close to the original solution
as can be expected from any numerical algorithm. That is,
the ADI method can be used in the same way as Newton’s
method for AREs or for the computation of system Grami-
ans as, for instance, the Bartels–Stewart method. There-
fore, nonstabilizing Riccati solutions, which arise when
using projection methods such as Krylov subspace meth-
ods, do not appear in this context.

For an implementation of this method, we need a strate-
gy to select the shift parameters pj. We do not discuss this
problem here in detail; see [29] and [30] and the refer-
ences therein for a detailed discussion. A numerically inex-
pensive, heuristic algorithm that gives good performance
in practice can be found in [29]. Usually, a finite number of
shifts is computed in advance and applied cyclically if the
ADI method needs more iterations than the number of
available shifts. 

Since Ak is stable for all k we can apply the modified ADI
iteration to (9). Then, W = [C T PkB] and hence,
nw = m + p, so that usually nw 	 n. Also note that the
above algorithm can be implemented in real arithmetic by
combining two steps, even if complex shifts need to be
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used, which may be the case if Ak is nonsymmetric. A com-
plexity analysis of the factored ADI method depends on
the method used for solving the linear systems in each

iteration step. If applied to F = AT
k from (9), we have to

deal with the situation that Ak is a shifted sparse matrix
plus a low-rank perturbation. If we can solve for the shifted
linear system of equations in (10) efficiently, the low-rank
perturbation can be dealt with using the Sherman–Morri-
son–Woodbury formula [11] in the following way: let k be
the index of the Newton iterates and let j be the index of
the ADI iterates used to solve the kth Lyapunov equation,
respectively, and set Kk := BT Pk. Then

(
F T +p(k)

j In
)−1 =

(
A+p(k)

j In−BKk

)−1

=
(

In+Lk( Im−KkLk)
−1Kk

)(
A+p(k)

j In
)−1

,

where Lk :=
(

A + p(k)
j In

)−1
B. Hence, all linear systems of

equations to be solved in one iteration step have the same
coefficient matrix A + p(k)

j In. If A + p(k)
j In is a banded matrix

or can be reordered to become banded, then a direct solver
can be employed. If workspace permits, it is desirable to
compute a factorization of A + p(k)

j In for each different shift
parameter beforehand (usually, only a few parameters are
used). These factorizations can then be used in each itera-
tion step of the ADI iteration. In particular, if A is symmetric
positive definite, as is the case in many PDE-constrained
optimal control problems, and can be reordered as a nar-
row-banded matrix, then each factorization requires O(n)

flops, and the total cost O(kmax max( jmax)n) scales with n
as desired. If iterative solvers are employed for the linear
systems, it should be noted that only one Krylov space
needs to be computed (see [30] for details) and hence we
obtain an efficient variant of the factored ADI iteration. The
same implementation of the factored ADI method for solv-
ing stable Lyapunov equations can also be used for bal-
anced truncation of systems with sparse A efficiently; see
the corresponding section below.

If the solution of the ARE (7) is only a detour to obtaining
the optimal feedback matrix defining the optimal control u∗
of the LQR problem, then we can avoid forming the Yj’s in
the factored ADI iteration and directly update the approxi-

mation to the optimal feedback K∗ := BT P∗ = BT Z∗Z T∗ .
Observe that in each Newton step, the approximation
Kk = BT ZkZ T

k to K∗ = limk→∞ Kk is computed. Now Zk is
the converged factor of the ADI
iteration and therefore Zk =
[V1,V2, . . . ,Vjmax ]. Thus

Kk = BT ZkZ T
k =

jmax∑
j=1

BTVjV
T
j .

Hence, Kk can be updated directly
when a new Vj is computed: for
K (0)

k = 0 ∈ Rm×n ,

K ( j)
k := K ( j−1)

k +
(

BTVj

)
VT

j , j = 1, . . . , jmax, (11)

and Kk := K ( jmax)

k . For updating K ( j)
k using the above formu-

la, only a constant workspace of size m × n and 4nm2 flops
are necessary.

Thus, the solution of an LQR problem for a time-depen-
dent linear PDE proceeds as follows: first, determine a
semidiscretization of the problem, resulting in a standard
LTI system (1). Then compute the optimal feedback matrix
K∗ as limk→∞ limj→∞ K ( j)

k using Newton’s method for
AREs, with the factored ADI iteration for solving the Lya-
punov equations in each step, and the direct feedback
updating as in (11).

There exists a thorough convergence theory for solving
LQR problems with the above approach. It can be shown
that the finite-dimensional regulators converge uniformly
to the infinite-dimensional regulator if an appropriate
framework for the semidiscretization is chosen. This
framework covers standard Ritz–Galerkin type discretiza-
tions underlying the finite element method. Note that using
FEM, we obtain an LTI system

Mẋ = −Sx + Bu, y = C x, (12)

where M is the positive definite mass matrix and S is the
stiffness matrix corresponding to the FEM applied to the
spatial differential operator. In many situations, S is sym-
metric positive definite and hence, A := −M−1S is stable.
But of course, we prefer to avoid forming A explicitly
since A is usually a dense matrix. There are several
approaches that can be used to treat this problem. For
instance, to solve a linear system of the form
(A + p I)v = b during the ADI iteration, the coefficient
matrix has the form −M−1S + p In = −M−1(S − pM) .
Thus, at the additional cost of a sparse matrix-vector
multiply, we obtain the solution v from the linear system
of equations (S − pM)v = −Mb. Note that for p < 0,
S − pM is positive definite if M is positive definite even if
S is only positive semidefinite.
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The tools available in MATLAB and the
algorithmically more advanced SLICOT
library have limited ability to exploit
sparse structures.



The factored ADI iteration for Lyapunov equations 
and Newton’s method based on the factored ADI iteration
are implemented in the MATLAB-based package LYAPACK
[36], available from http://www.netlib.org/lyapack. It allows
the solution of large, sparse LQR problems in MATLAB.

An Application: 
Optimal Cooling of Steel Profiles
We consider the problem of optimal cooling of steel pro-
files. This problem arises in a rolling mill when different
steps in the production process require different tempera-
tures of the raw material. To achieve a high production
rate, it is necessary to reduce the temperature as fast as
possible to the required level before entering the next pro-
duction phase. At the same time, the cooling process,
which is realized by spraying cooling fluids on the surface,
has to be controlled so that material properties, such as
durability or porosity, satisfy given quality standards. Large
gradients in the temperature distributions of the steel pro-
file may lead to unwanted deformations, brittleness, loss of
rigidity, and other undesirable material properties.

The problem is modeled using a boundary control given
by the temperature of the cooling fluid for a heat-diffusion
process described by the linearized heat equation. It is rea-
sonable to assume that the steel profile has infinite length.
Therefore, diffusion in the z-direction is negligible, and we
can work with a 2-D computational domain given by a ver-
tical cut through the profile. Moreover, due to symmetry of
the 2-D domain, we can halve the computational domain to
obtain � as in [37]; see Figure 3. The boundary is parti-
tioned into eight pieces � = ⋃

k=1,... ,8 �k, where the sym-
metry is modeled by means of a homogeneous Neumann
boundary for �8. For each of the other parts of the bound-
ary, there is one spraying nozzle that cools the part uni-
formly. As an idealized situation we assume constant heat
conductivity λ, heat capacity c, and density ρ. Variations in
these parameters are marginal for a temperature range in
which no phase transition of the non-solid steel occurs. In
this idealized situation, the modeling equations are

∂

∂ t
x = λ

c · ρ 	x in �, (13)

∂

∂n
x = 1

λ
(uk − x), ξ ∈ �k, k = 1, . . . , 7, (14)

∂

∂n
x = 0, ξ ∈ �8. (15)

Here, x = x(t; ξ, η) denotes the temperature in (ξ, η) ∈ �̄ =
� ∪ � at time t, uk(t) is the temperature of the cooling fluid
at time t, and ∂/∂n denotes the normal derivative. The ini-
tial temperature profile is shown in Figure 3.

The spatial discretization is obtained using the FEM
implementation ALBERT [38] with linear Lagrange ele-
ments. The initial mesh, obtained by Delaunay triangula-

tion and leading to a state-space dimension with n = 106,
is shown in Figure 3. Using a global refinement strategy,
based on one, two, or three steps of bisection, leads to lin-
ear systems of the form (12) with orders n = 371,

1357, 5177. The twice-refined grid is shown in Figure 4.
The stiffness and mass matrices K and M have the

sparsity pattern shown in the left-hand plot of Figure 5, the
right-hand plot displays the sparsity pattern of their
Cholesky factors. (Here, nz is the number of nonzeros in
the matrix.) Solving the linear systems occurring in the ADI
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Figure 3. (a) Initial temperature distribution and
(b) computational domain and initial FE mesh for the steel
cooling example. The initial temperature distribution was
computed using the uncontrolled heat equation, 
simulating cooling at air.  The computational domain was
generated using MATLAB’s PDE  Toolbox, based on geometry
data from [37].

(a) (b)

Figure 4. Globally refined FE mesh for the steel cooling
example. The figure shows the mesh after two refinement-by-
bisection steps by MATLABATLAB’s PDE Toolbox.



iteration with direct methods leads to a severe fill-in and a
complexity of O(n3) flops. Applying the symmetric reverse
Cuthill–McKee algorithm for bandwidth reduction of
sparse matrices yields the sparsity patterns of K, M , and
the Cholesky factor of M in Figure 6. This pattern reduces
the CPU time needed to compute the Cholesky factor from
8.3 to 0.6 s on a Linux PC (AMD Athlon processor, running
at 1.7 GHz) using MATLAB 6.5. Now the solution of the
resulting narrow-banded linear systems can essentially be
achieved by direct methods in O(n) flops. Hence, the com-
putational work for the solution of the LQR problem by
means of the ADI-Newton method scales with n.

Figure 7 shows the evolution of the temperature distrib-
ution in the steel profile using optimal LQ feedback con-
trol. As can be seen, cooling with acceptable temperature
gradients is achieved.

Parallel Methods for LQR Problems
As discussed in the subsection on parallel matrix algo-
rithms, it is highly attractive to consider the sign function

method as an essential tool for solving large-scale LQR prob-
lems on parallel computers. The basic approach to solving
the LQR problem (as well as the LQG and the H∞ optimal
control problems) is to apply the sign function method to
the Hamiltonian matrix H from (8). Note that the sign func-
tion also has the advantage of being structure-preserving:
since H−1 and H + H−1 are also Hamiltonian, the iteration
(4) preserves the problem structure. As mentioned before,
from sign(H) we can obtain a spectral projector onto the
required stable H-invariant subspace. An orthogonal basis
could be computed from a (rank-revealing) QR decomposi-
tion of I2n − sign(H), and the solution to the ARE (7) would
be obtained as in the Schur vector method by computing
X = −VU−1 if the columns of 

[
U
V

]
span this subspace. This

step is usually avoided by observing that i) the columns of[
In

−X

]
also form a basis of the stable H-invariant subspace,

and ii) P+ := 1
2 ( I2n + sign (H )) is a projector onto the anti-

stable H-invariant subspace. Thus, the columns of 
[

In
−X

]
are in the nullspace of P+ and hence, with

sign(H) =
[ S11

S21

S12

S22

]
,

we obtain

0 = P+
[

In
−X

]
= 1

2

[
In + S11 S12

S21 In + S22

] [
In

−X

]
.

This identity yields the overdetermined but consistent lin-
ear system of equations

[
S12

In + S22

]
X =

[
In + S11

S21

]
, (16)

which can be solved using a QR decomposition. Thus, the
solution of the ARE (7) and the LQR problem is obtained by
applying the sign function method to the corresponding
Hamiltonian matrix H and solving (16). Both steps consist of
parallelizable computations available in ScaLAPACK. In [39]
an efficient implementation of this approach is discussed.

The potential of the sign function method for parallel
computing was already recognized in [40]. Early attempts
suffered from the fact that the parallelizations were not
portable but rather were targeted to specific parallel com-
puting platforms since at that time, ScaLAPACK and other
means for enhancing the portability of parallel codes were
not available. Moreover, the target platforms were usually
supercomputers not available to most users, while the new
parallelization effort only requires PCs or workstations con-
nected in a LAN on the hardware side. By using the sign
function approach on a commodity PC cluster consisting of
eight PCs with 512 MB of main memory, we can solve prob-
lems of order n = 6, 000. If 24 such systems are available in
a LAN, problems of order n = 10, 000 can be handled.

Without giving further details, we note that the spectral
projection approach can also be used to avoid the solu-
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Figure 5. Sparsity pattern of (a) mass and stiffness matrix
and (b) Cholesky factor of mass matrix of the steel cooling
example (n = 5,117). The Cholesky factorization leads to
severe fill in, making the solution of linear systems of equa-
tions almost as expensive as for a dense coefficient matrix.

Figure 6. Sparsity pattern of (a) mass and stiffness matrix
and (b) Cholesky factor of mass matrix of the steel 
cooling example (n = 5,117) after reverse Cuthill–McKee 
permutation. The achieved band structure  allows for the cheap
solution of linear systems of equations using band solvers.
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tion of the ARE completely by computing the optimal feed-
back matrix directly. This approach is particularly appeal-
ing if the control weighting matrix R is ill-conditioned.
Details of this approach and its parallelization, as well as
performance results showing the almost perfect speed-up
of spectral projection methods applied to the LQR prob-
lem, are given in [39].

Model Reduction
The model reduction problem is to find a reduced-order
LTI system

˙̃x(t) = Ãx̃(t) + B̃u(t), x̃(0) = x̃0,

ỹ(t) = C̃ x̃(t) + D̃u(t), (17)

of order r � n, such that, for the same input function u, the
output ỹ is a good approximation to the output y of the
original system (1). Hereafter, we assume that A is a stable
matrix. Hence, the model reduction should also yield a sta-
ble matrix Ã and stable transfer function G̃(s) :=
C̃ (s I − Ã)−1 B̃ + D̃. Taking Laplace transforms and assum-
ing H2 inputs, the stability of G and G̃ implies that the out-
puts are H2 signals. Assuming x0 = 0 and x̃0, we can bound
the error in state-space, as well as in frequency domain, by
the approximation error in the transfer function:

∥∥y − ỹ
∥∥

L2[0,∞)
= ∥∥y − ỹ

∥∥
H2

≤
∥∥∥G − G̃

∥∥∥∞
‖u‖H2 , (18)

where ‖G‖∞ := ess supω∈Rσmax(G(Jω)) is the H∞
norm of G. Thus, many model reduction methods for
control systems design aim at minimizing ‖G − G̃‖∞,
although for a given r , finding G̃ that minimizes
‖G − G̃‖∞ is an open problem even in the scalar
case [41]. Alternative minimization objectives possi-
bly depending on the design problem to be solved
include frequency-weighted model and controller
reduction. A comprehensive introduction to model
reduction methods and references to original work
can be found in [42] and [43].

We focus here on minimizing the absolute error
‖G − G̃‖∞ , in particular on model reduction based
on balanced truncation. The proposed method can
be viewed as a prototype for applying alternative bal-
ancing-related model reduction techniques to large-
scale problems.

Balanced truncation belongs to the class of model
reduction methods that rely on truncating state-
space transformations defined by means of a nonsin-
gular matrix T ∈ Rn×n, so that

T AT−1 =
[

A11 A12
A21 A22

]
, T B =

[
B1
B2

]
,

C T−1 = [C1 C2],

where A11 ∈ Rr×r , and T B and C T−1 are conformably par-
titioned. With T = [TT

l , LT
l ]T ∈ Rn×n and T−1 = [Tr, Lr],

Tl ∈ Rr×n, Tr ∈ Rn×r , the reduced-order model is given by
the projections

Ã := Tl ATr = A11, B̃ := Tl B = B1,

C̃ := C Tr = C1, D̃ := D. (19)

For given r, the problem now is to find Tl, Tr such that
‖G − G̃‖∞ is small.

The most common approach to truncation-based model
reduction involves balancing the controllability Gramian
Wc and the observability Gramian Wo, which solve the Lya-
punov equations

AWc+Wc AT +BBT = 0, AT Wo+Wo A+C T C = 0. (20)

Since Wc and Wo are positive semidefinite, they can be fac-
tored as Wc = ST S and Wo = RT R . When the factors
S, R ∈ Rn×n are chosen to be triangular, they are the
Cholesky factors of the Gramians.

From a numerical point of view, the observation that a
balanced truncation approximation can be achieved using
the product S RT , instead of the product of the Gramians
themselves, is a key ingredient of a reliable implementa-
tion of balanced model reduction. The resulting square-
root (SR) algorithms avoid working with the Gramians
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Figure 7. Temperature in the optimally cooled profile. The color
bars to the left give the color map for the temperature (1,000−500 oC),
and the bar to the right of each plot shows the progress in time.



since their condition number is the square of the condition
numbers of the Cholesky factors. In these algorithms, (20)
is initially solved for the Cholesky factors without forming
the Gramians explicitly. The Cholesky factor computation
can be achieved, for example, by Hammarling’s method;
see [16] and references therein, or an algorithm described
in [23]. Then the singular value decomposition (SVD)

S RT = [U1 U2]
[

�1 0
0 �2

] [
VT

1
VT

2

]
,

�1 = diag(σ1, . . . , σr), �2 = diag(σr+1, . . . , σn) (21)

is computed, where

σ1 ≥ σ2 ≥ · · · ≥ σr > σr+1 ≥ σr+2 ≥ · · · ≥ σn ≥ 0. (22)

If σr > 0 and σr+1 = 0, that is, �2 = 0, then r is the McMillan
degree of the given LTI system, that is, the order of a mini-
mal realization of (1). For a successful model reduction, r
should be chosen to give a natural separation of the states,
that is, one should search for a large gap σr � σr+1.

Finally, the matrices Tl and Tr yielding the reduced-
order model (19) for the balancing state-space transforma-
tion are determined by

Tl = �
−1/2
1 VT

1 R and Tr = ST U1�
−1/2
1 . (23)

It is known that, for every choice of r, such that σr > σr+1

in (21), yields a stable, minimal, and balanced reduced
model. The Gramians corresponding to the resulting trans-
fer function G̃(s) are both equal to �1. Detailed discussions
of balanced truncation and the square-root methods for
implementing them can be found in [42]--[44].

Serial implementations of balanced truncation algo-
rithms and other balancing-related model reduction tech-
niques are described in [44]. The described implementa-
tions are contained in SLICOT [2], available at http://www.
win.tue.nl/niconet/NIC2/slicot.html.

Though balanced truncation does not generally yield
the best rth order approximant of G in the H∞ norm, we
obtain the error bound

∥∥∥G − G̃
∥∥∥∞

≤ 2
n∑

k=r+1

σk, (24)

which is attainable. This a priori bound makes balanced
truncation attractive since it allows an adaptive choice of
the order r of G̃. Because of this error bound, it is desir-
able to apply balanced truncation to large-scale models.
However, Schur vector solutions of the Lyapunov equa-
tions requires O(n3) flops and O(n2) workspace. Even if
these requirements could be reduced, the SVD in (21)
requires O(n3) flops and O(n2) workspace. So for the
moment, we focus on reducing the required resources for
this computational step by employing low-rank factoriza-

tions. This approach turns out to be the key to the success
of the sparse and parallel model reduction algorithms.

The basic idea is to replace the Cholesky factors of the
Gramians with low-rank factors, resulting in a smaller arith-
metic cost and workspace requirement. So far, we have
assumed that the Cholesky factors S and R of the Grami-
ans are square n × n matrices. For nonminimal systems,
we have rank (S) < n and/or rank (R) < n. Hence, rather
than working with the singular Cholesky factors, we may
use full-rank factors of Wc, Wo. Since Wc and Wo are posi-
tive semidefinite, there exist matrices Ŝ ∈ Rnc×n ,
R̂ ∈ Rno×n, such that Wc = ŜT Ŝ , Wo = R̂T R̂, and

nc := rank(Ŝ) = rank(S) = rank(Wc),

no := rank(R̂) = rank(R) = rank(Wo).

Although the full-rank factors Ŝ , R̂ can in principle be
obtained from S and R, it is more efficient to compute Ŝ and
R̂ directly. In the latter case, we have S :=

[
Ŝ
0

]
, R :=

[
R̂
0

]
.

The SVD in (21) can then be obtained from that of Ŝ R̂T as
follows. Here we assume nc ≥ no; the case nc < no can be
treated analogously. First we compute the SVD

Ŝ R̂T = Û
[

�̂

0

]
V̂T , �̂ = diag(σ1, . . . , σno), (25)

where Û ∈ Rnc×nc , V̂ ∈ Rno×no . Partitioning Û = [Û1 Û2]
such that Û1 ∈ Rnc×no , the SVD of S RT is given by

S RT =
[

Û1 Û2 0
0 0 In−nc

] [
�̂ 0
0 0

] [
V̂T 0
0 In−no

]
. (26)

The choice of r yielding the McMillan degree of the system
or the size of the reduced order model can be based on the
singular values of �̂. Note that the subsequent computa-
tions can be performed working only with Û1, �̂, and V̂
rather than using the data from the full-size SVD in (26).
This technique yields a significant savings in workspace
and computational cost. Using complexity estimates from
[11], (21) requires 22n3 flops and workspace for 2n2 real
numbers if U , V are formed explicitly, whereas (25)
requires only 14ncn2

o + 8n3
o flops and workspace for n2

c + n2
o

real numbers. In practice, for large-scale dynamical sys-
tems, the numerical  rank of Wc, Wo and Ŝ , R̂ is often much
smaller than n ; see [32], [45]. Suppose that nc =
no = n/100, which is typical for the semi-discretization of
parabolic PDEs. Then (25) is 1 million times less expensive
than (21) and only 0.01% of the workspace is required for
(25) as compared to (21). More savings are obtained from
the cheaper computation of the truncation matrices yield-
ing the reduced-order models.

Full-rank factorizations and their low-rank approxima-
tions can be used for efficient model reduction for sparse
systems and for large-scale dense systems using parallel
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computing. These techniques
are described in the follow-
ing two subsections.

Sparse Balanced
Truncation
Model reduction of large,
sparse systems has been
widely considered because
of its relevance to circuit sim-
ulation for validating VLSI
layouts; see [13]. These
methods are mainly based on
partial realization (matching
the leading Markov parame-
ters of the system) or Padé
approximations (matching
the leading moments of the
system). The underlying
computational tools are Krylov space methods based on
either the Lanczos or Arnoldi processes such as in Padé
via Lanczos (PVL); see [10], [13], and [42].

Unfortunately, these methods do not necessarily give a
stable reduced-order model, the selection of r is not auto-
matic since there is no computable error bound as in (24),
and the choice of expansion points in the more advanced
rational Krylov-type methods is problematic. Therefore,
attempts have been made to apply balanced truncation to
sparse systems. The basic observation is that by using the
low-rank factorization paradigm, we can perform balanced
model reduction by efficiently solving sparse Lyapunov
equations. This idea is pursued in [29] and [30], leading to
the development of the factored ADI iteration described in
the LQR section. Using this method to solve the Lyapunov
equations in (20) for the factors of the Gramians, the cheap
singular value decomposition (25) can be employed, yield-
ing a balanced truncation method for sparse systems.

We have applied an ADI-based balanced truncation
method to obtain a reduced-order approximation for the
n = 5177 model from the steel cooling example described
above employing a modified version of the MATLAB func-
tion lp lrsrm from LYAPACK [36], which can be used to
compute reduced-order models of fairly large systems
even within MATLAB. Factors of the Gramians were com-
puted using the implementation of the ADI method provid-
ed by LYAPACK. The computed factors Ŝ and R̂ have 441 and
438 rows. The reduced-order model was selected to satisfy
‖G − G̃‖∞ < 10−6 based on (24). Thus the order of G̃ was
computed to be r = 47, and the actual value of the bound
(24) is 9.67 · 10−7. Note that the model error resulting from
the finite-element semidiscretization is O(h2) ≡ O(10−4) so
that the contribution of the truncation error from model
reduction with an error tolerance of 10−6 is negligible
when doing simulations or control design with the

resulting low-dimensional model. If we require an error
of the same order as the discretization error, that is,
‖G − G̃‖∞ < 10−4 , then a reduced-order model of size
r = 18 is sufficient. In that case, evaluating the error bound
(24) yields 9.99 · 10−5.

Figure 8 shows the singular value (“sigma”) plot of the
original and reduced-order systems as well as the resulting
absolute error.

Parallel Model Reduction
The approach to an implementation of balanced truncation
on parallel computers is described in detail in [45]. The
main idea is to follow the low-rank factorization paradigm
outlined above, and compute the low-rank factors of the
system Gramians using a sign-function based method to
obtain an efficient parallel algorithm.

Roberts [18] was the first to use the matrix sign func-
tion for solving Lyapunov (and Riccati) equations. In the
proposed method, the solution of the stable Lyapunov
equation

AT X + X A + Q = 0 (27)

is computed by applying the Newton iteration (4) to the
Hamiltonian matrix H =

[
A
Q

0
−AT

]
corresponding to (27).

The solution X∗ can then be obtained directly from
sign(H) =

[ − I
2X∗

0
I

]
.

Iteration (4) can be used to compute the observability
Gramian directly by setting Q := C T C in (27). For the con-
trollability Gramian, we replace A by AT while setting
Q := BBT . Combining both iterations so that Wc and Wo

are computed simultaneously and observing that (4)
applied to 

[
A
Q

0
−AT

]
yields decoupled iterations on the

blocks of the matrix, we obtain the following algorithm for
A0 := A, P0 := BBT , Q0 := C T C .

February 2004 57IEEE Control Systems Magazine

Figure 8. Accuracy of reduced order models (r = 47 and  r = 18) for the steel cooling
example (n = 5, 117) computed using sparse balanced truncation, (a) Sigma plot for
original and reduced system and (b) absolute error in ‖ ‖∞-norm. The reduced-order
models clearly satisfy the error bound (24).
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FOR k = 0, 1, 2, . . . until convergence

Ak+1 ← 1
2ck

(
Ak + c2

k A−1
k

)
,

Pk+1 ← 1
2ck

(
Pk + c2

k A−1
k Pk

(
A−1

k

)T
)

,

Qk+1 ← 1
2ck

(
Qk + c2

k

(
A−1

k

)T
Qk A−1

k

)
. (28)

At convergence, we obtain Wc = (limk→∞ Pk)/2, and
Wo = (limk→∞ Qk)/2.

Iteration (28) can be modified to obtain factors
rather than the solutions themselves. The basic idea is
that the iterations for the symmetric positive definite
matrices Pk , Qk can be written in factored form 
as Pk+1 = Bk+1 BT

k+1, Qk+1 = C T
k+1Ck+1 , where B0 := B ,

C0 := C . To compute full-rank factors of the Gramians, we
must not allow the iterates Ck, Bk to become rank defi-
cient. This requirement can be enforced by using column
or row compression techniques based on rank-revealing
QR or LQ factorizations. The iterates thus obtained con-
verge to the full-rank factors of the Gramians. Details of
this procedure can be found in [23] and [45].

Numerical results and parallel performance of the
resulting method and related model reduction methods
are contained in [46]. The parallel efficiency is almost opti-
mal so that truly large-scale problems can be tackled. How-
ever, if the original model has sparse matrix structure,
then the sparse methods described in the last subsection
are more appropriate. For large-scale problems with
n > 105 it is necessary to combine sparse algorithms and
parallel computing techniques. For instance, preliminary
results suggest that parallel implementation of sparse bal-
anced truncation can successfully be applied to models of
order n = 200, 000. 

Conclusions
In this article we discussed approaches to solving large-
scale control problems. It has been shown that using
advanced techniques from numerical linear algebra and
modern matrix algorithms, important analysis and synthesis
problems in systems and control theory can be solved using
traditional methods. Therefore, the “curse of dimensionali-
ty” should not prevent us from modeling control systems at
a high level of sophistication. The necessary computational
tools can be run on desktop computers or using local area
network-based parallel computing techniques that can be
installed without ingenious computer science skills.

Some of the techniques also carry over to the discrete-
time case. While the development of feasible sparse algo-
rithms for some of the major computational problems
arising in discrete-time control problems such as the Stein
(discrete Lyapunov) and discrete-time algebraic Riccati
equations is still under development, parallel algorithms

for model reduction and the solution of the LQR problem
for discrete-time systems are described in [39] and [46].
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