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Abstract

We investigate the parallel solution of large-scale discrete-time alge-

braic Riccati equations, as those arising in control and systems theory, on

a cluster of symmetric multiprocessors. The structure-preserving doubling

algorithms considered in this paper are composed of matrix operations im-

plemented in existing parallel dense linear algebra libraries. We suggest a

parallel implementation that employs a new and efficient update strategy

for the doubling iteration and a suitable stopping criterion. Numerical

experiments on a cluster of multiprocessor nodes confirm the parallel per-

formance and scalability of the doubling algorithms, which are comparable

to those of other parallel DARE solvers based on the matrix sign and disk

functions.

Key words: Discrete-time algebraic Riccati equation, structure-preserving
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1 Introduction

We consider the numerical solution of the discrete-time algebraic Riccati equa-
tion (DARE)

0 = Rd (X) := CT QC + AT XA − X − AT XB(R + BT XB)−1BT XA, (1)

where A ∈ IRn×n, B ∈ IRn×m, C ∈ IRp×n, Q ∈ IRp×p is symmetric, R ∈
IRm×m is symmetric positive semidefinite, and X ∈ IRn×n is the sought-after
solution. Provided the pair (A,B) is stabilizable and the pair (A,C) is detectable,
equation (1) has a unique stabilizing solution Xd. Here, Xd is stabilizing in the
sense that the spectrum of Ad := A−B(R + BT XdB)−1BT XdA lies inside the
unit circle. Besides being stabilizing, Xd is symmetric positive semidefinite [25].
The latter property is exploited in the algorithm discussed in this paper.
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The DARE appears in many applications of control and systems theory as,
e.g., the solution of linear-quadratic optimal control (LQOC) problems, analysis,
synthesis and design of control and estimation systems; and several other areas
of applied mathematics and engineering [2, 4, 25, 24, 30]. In these applications,
usually n ≫ m, p. Large-scale DAREs (n ≥ 5, 000) often arise when modeling
controlled physical processes by means of partial differential equations followed
by a full discretization; see, e.g., [1, 15].

In general, numerical methods for solving the DARE with dense coefficient
matrices, as those listed below, present a computational cost of O(n3) floating-
point arithmetic operations (flops) and require storage for O(n2) numbers. Al-
though current desktop computers provide enough computational power to solve
problems with dimension n up to 1, 000, using libraries as SLICOT1 or the Mat-

lab control-related toolboxes, the need for parallel computing techniques for the
solution of large-scale equations is soundly grounded.

Reliable numerical methods for the solution of the DARE include the matrix
sign function [7, 20, 29], the matrix disk function [7, 27, 5, 33], variants of the
Schur vectors method [28, 9, 19], and (modifications of) Newton’s method [7,
8, 22]. These approaches present different properties regarding, among others,
computational and storage costs, numerical stability, and parallel efficiency. For
a review of these aspects, see [7, 12, 32]. Parallel implementations of the DARE
solvers based on the matrix sign and disk functions, and iterative refinement
procedures via Newton’s method, are part of our parallel library for the solution
of optimal control problems PLiCOC. The parallelism and scalability of these
implementations on distributed-memory multiprocessors is analyzed in [12].

In this paper we investigate the parallelization of a structure-preserving dou-
bling algorithm (SDA) for the DARE on a cluster of symmetric multiprocessors
(SMPs). The algorithm, introduced in [3, 31, 23] long ago and extensively
discussed in [32, Section 1.5.2], was basically forgotten till its reconsideration
in [17, 18, 26]. In [17], the authors describe the application of doubling al-
gorithms to the solution of the DARE and its periodic formulation using an
efficiency-enhanced variant that computes a full-rank factor of the solution of
the DARE. Here, we propose a modification of the version in [17] which consid-
erably reduces the cost per iteration as well as a practical convergence criterion.

In order to fully exploit the hybrid architecture of clusters of SMPs, we
analyze the parallel efficacy of the SDA when these algorithms are implemented
using multithreaded and message-passing linear algebra libraries.

The rest of the paper is structured as follows. In Section 2 we briefly re-
view the SDA as formulated in [17], propose a new variant, and give a few
remarks about a practical implementation. Different parallelization strategies
are considered for the problem in Section 3. Experiments reporting the parallel
efficiency of the new methods on a cluster of four-way Intel Itanium2 nodes are
given in Section 4. The final section summarizes our concluding remarks.

2 The SDA for the DARE

In this section we first describe the SDA introduced by Anderson in [3]. We
then review a second algorithm that elaborates on full-rank factorizations of

1Available from http://www.slicot.org.
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G := BR−1BT ∈ IRn×n and H := CT QC ∈ IRn×n in order to reduce the
computational cost.

In particular, consider the matrix pencil

M − λN :=

[

A 0
−H In

]

− λ

[

In G
0 AT

]

(2)

associated with equation (1), where In denotes the square identity matrix of
order n. The matrix pencil in (2) is said to be symplectic as

NJNT = MJMT , with J :=

[

0 −In

In 0

]

.

It is this particular symplectic structure that the SDA, and other structure-
preserving methods such as the butterfly SR algorithm [9], aim at preserving.

2.1 Classical Algorithm

The “classical” SDA is an iterative scheme which can be formulated as follows:

A0 ← A, Ak+1 ← Ak(In + GkHk)−1Ak,

G0 ← G, Gk+1 ← Gk + AkGk(In + HkGk)−1AT
k ,

H0 ← H, Hk+1 ← Hk + AT
k (In + HkGk)−1HkAk,

k = 0, 1, 2, . . . .

(3)
Let G = B̄B̄T and H = C̄T C̄ be two full-rank factorizations. Then, in case
(A, B̄) is stabilizable and (A, C̄) is detectable, the sequence of Hk in iteration (3)
converges quadratically to the solution of the DARE (1) [3, 23]; in other words,

lim
k→∞

Hk = Xd.

The necessary conditions for quadratic convergence of the iteration stated above
have been recently proved to be less restrictive [17].

In practice, the iteration can be stopped when the distance between two
consecutive matrices in the sequence of Hk is small enough. Thus, we can use
the next convergence criterion:

‖Hk+1 − Hk‖F ≤ τ‖Hk‖F , (4)

where τ is a tolerance threshold [17]. In order to avoid stagnation we choose
τ :=

√
ε, where ε is the machine precision, and perform 1–2 additional iterations

once this criterion is satisfied. Due to the quadratic convergence of the iteration,
this is usually enough to achieve the attainable accuracy.

If we do not consider the symmetry of some of the matrices involved in the
iteration, the computational cost of the algorithm roughly amounts for (50/3)n3

flops per iteration and requires storage space for 6 n × n matrices.
For a complete evaluation of the numerical properties and convergence rate

of the SDA, we refer the reader to [17, 26, 32].

2.2 Improving the efficiency of the iteration

The special structure of the matrices in the sequences for Gk and Hk in (3) can
be exploited to obtain an efficient variant of the iteration in terms of a reduced
computational cost. Next, we review briefly the SDA in [17].
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As during the iteration Gk ≥ 0 and Hk ≥ 0, there exist full-rank factor-
izations Gk = BkBT

k with Bk ∈ IRn×mk and Hk = CT
k Ck with Ck ∈ IRpk×n .

Let Wk := (In + GkHk)−1; then, both HkWk = WT
k Hk and GkWT

k = WkGk

are symmetric positive semidefinite and, by the Sherman-Morrison-Woodbury
formula [21],

Wk = In − Bk(In + BT
k HkBk)−1BT

k Hk,

GkWT
k = Gk − GkCT

k (Ipk
+ CkGkCT

k )−1CkGk

= Bk(Imk
+ BT

k HkBk)−1BT
k ,

WT
k Hk = Hk − HkBk(Imk

+ BT
k HkBk)−1BT

k Hk

= CT
k (Ipk

+ CkGkCT
k )−1Ck.

(5)

The procedure to obtain the k + 1st iterates in the sequences, starts by
computing the Cholesky factorizations

(Imk
+ BT

k HkBk) = KT
k Kk, (Ipk

+ CkGkCT
k ) = LT

k Lk.

Then, by the formulae in (5)

Ak+1 ← A2
k − AkBk(Ipk

+ BT
k HkBk)−1BT

k HkAk,
= Ak(In − Bk(KT

k Kk)−1BT
k CT

k Ck)Ak

= Ak(In − (BkK−1

k )(BkK−1

k )T CT
k Ck)Ak

Gk+1 ← Gk + AkBk(Imk
+ BT

k HkBk)−1BT
k AT

k ,

=
[

Bk, AkBkK−1

k

]

[

BT
k

K−T
k BT

k AT
k

]

= Bk+1B
T
k+1

, and

Hk+1 ← Hk + AT
k CT

k (Ipk
+ CkGkCT

k )−1CkAk

=
[

CT
k , AT

k CT L−T
k

]

[

Ck

L−1

k CkAk

]

= CT
k+1

Ck+1.

The previous elaboration shows that, provided we have Ak and the two full-
rank factors Bk and Ck at the beginning of an iteration, we can obtain the next
iterate Ak+1 and the factors

Bk+1 :=
[

Bk, AkBkK−1

k

]

, Ck+1 :=

[

Ck

L−1

k CkAk

]

, (6)

without explicitly constructing Gk, Gk+1, Hk, nor Hk+1.
The factors for Bk+1 and Ck+1 in (6) double their numbers of columns and

rows, respectively, at each iteration. In [17] the authors propose to compress
Bk+1 and Ck+1 by substituting these matrices by their corresponding full-rank
factors, computed via the SVD. In the next subsection we describe an approach
similar to [10, 11] which is much cheaper from the computational viewpoint.

2.3 Compression via the RRQR

For compression problems, rank-revealing QR (RRQR) factorizations [16] are
in practice as numerically accurate as the SVD but computationally much less
expensive. We next review how to use this numerical tool to compress Bk+1

in (6). A similar procedure yields a compressed matrix for Ck+1.
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First, we compute the RRQR factorization

BT
k+1 =

[

BT
k

K−T
k BT

k AT
k

]

= QkRkΠk, Rk =

[

R̂1 R̂2

0 0

]

,

where Qk is orthogonal, Πk is a permutation matrix, rk+1 := rank (Bk+1), and
Rk is upper triangular with R̂1 ∈ IRrk+1×rk+1 . Then, we can use as the new
iterate

Bk+1 := ΠT
k

[

R̂1, R̂2

]T

.

This approach has been applied successfully to compute full-rank factors for the
solution of several linear matrix equations in [10, 11, 6].

The cost of this procedure can be further reduced by computing only part
of the RRQR factorization. In particular, we can obtain the rank of Bk+1 using
the estimator in [13] simultaneously with the RRQR factorization so that, once
we detect the rank of the matrix, the factorization is stopped. Let m0 = m,
p0 = p, and define mk+1 := rk+1 = rank (Bk+1), pk+1 := sk+1 = rank (Ck+1),
k = 0, 1, 2, . . .. With this strategy, the cost of the modified SDA equals

nm2 + m3/3 + 2np2 + p3/3 flops

for the initial factorizations, and

2n(2n2 + mk(2n + 3mk/2 + pk) + npk) + 2p2
k(mk + pk/6) +

8nmkrk+1 − 2rk+1(n + 2mk) + 4r3
k+1

/3 +
8npksk+1 − 2sk+1(n + 2pk) + 4s3

k+1
/3 flops

per iteration. In this expression, the cost of computing the compression stage
via RRQR amounts for

8n(mkrk+1+pksk+1)−2n(rk+1+sk+1)−4(mkrk+1+pksk+1)+4(r3
k+1+s3

k+1) flops.

On the other hand, the SVDs of the matrices in (6) as used in [17] would require

56n(m2
k + p2

k) − 16(m3
k + p3

k) flops,

which, given that usually n ≫ mk ≥ rk+1 and n ≫ pk ≥ sk+1, is significantly
more expensive than using RRQRs.

The storage cost is roughly equal to that of the classical algorithm.

2.4 A modified stopping criterion for the iteration

The convergence criterion in (4) is inconvenient to evaluate for the modified
formulation of the iteration in the previous subsection, as it requires the explicit
computation of the iterates Hk. We propose next a modification that can be
efficiently evaluated in case pk := rank (Ck) (and also the number of rows of
Ck), k = 0, 1, 2, . . ., is much smaller than n.

First we observe that given a matrix M ,

‖M‖2
F = tr

(

MT M
)

= tr
(

MMT
)

, (7)

where tr (·) denotes the trace of the matrix. Now, inserting the factorized form
of the iterates, we get

Hk+1 − Hk = CT
k+1Ck+1 − CT

k Ck =
[

CT
k+1

CT
k

]

[

Ck+1

−Ck

]

.
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Hence, with (7),

‖Hk+1 − Hk‖2
F = tr

(

[

CT
k+1

CT
k

]

[

Ck+1

−Ck

]

[

CT
k+1

CT
k

]

[

Ck+1

−Ck

])

=
∣

∣tr
(

CT
k+1Ck+1C

T
k+1Ck+1

)

+ tr
(

CT
k CkCT

k Ck

)

−2tr
(

CT
k CkCT

k+1Ck+1

)∣

∣ ,

where the latter equality exploits that tr (M1M2) = tr (M2M1) for any two
symmetric matrices M1, M2 ∈ IRn×n. A closer inspection of the products
involved in the computation of the traces reveals that

‖Hk+1 − Hk‖2
F =

∣

∣tr
(

(Ck+1C
T
k+1

)2
)

+ tr
(

(CkCT
k )2

)

−2tr
(

(CkCT
k+1

)(CkCT
k+1

)T
)
∣

∣ .

Thus, given

M1 := Ck+1C
T
k+1 ∈ IRpk+1×pk+1 ,

M2 := CkCT
k ∈ IRpk×pk , and

M3 := CkCT
k+1 ∈ IRpk×pk+1 ,

the computation of ‖Hk+1 − Hk‖F boils down to computing the matrices Mi,
i = 1, 2, 3, at a cost of 2n(p2

k+1
+ pk+1pk + p2

k) flops, and the three traces at
a cost of 2(p2

k+1
+ pk+1pk + p2

k) flops. The norm of Hk in (4) is obtained as a
by-product from

‖Hk‖F = ‖CT
k Ck‖F = ‖CkCT

k ‖F =
√

tr
(

(CkCT
k )2

)

,

with no extra cost. Therefore, under the assumption that pk is small compared
to n, the total cost for evaluating (4) is linear in n.

In practice, the proposed criterion suffers from catastrophic cancellation. As
the iteration converges, tr

(

M2
1

)

+ tr
(

M2
2

)

and 2tr
(

M3M
T
3

)

become very close
so that their subtraction may not offer a single significative digit. To overcome
this, we monitor the convergence so that once

Ek+1 := ‖Hk+1 − Hk‖F =
√

|tr (M2
1 ) + tr (M2

2 ) − 2tr
(

M3MT
3

)

| < τ‖Hk‖F ,

and if the convergence rate is quadratic, we perform only two iterations more.
Quadratic convergence can be ensured by checking that

log10 Ek+1

log10 Ek

≈ 2;

however, we relax this threshold by requiring that

log10 Ek+1

log10 Ek

≥ 1.5.

Finally, if Ek+1 < τ but the estimated convergence rate is not quadratic, we
simply perform a few more iterations.
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3 Parallelization

The variants of the SDA described in the previous section are basically composed
of traditional dense linear algebra operations such as matrix (Cholesky, LU and
QR) factorizations, solution of triangular linear systems, and matrix products.
On serial computers, these operations can be efficiently performed using (basic)
kernels in BLAS and (more advanced) routines in LAPACK. By using a multi-
threaded implementation of BLAS (e.g., MKL, GotoBLAS, ATLAS), the same
codes can also be executed in parallel on SMPs, multicore systems, and other
architectures with shared address space. Parallelism is extracted on those plat-
forms by using multiple threads (multithreading) that execute loop iterations
concurrently on several processors.

On the other hand, there also exist parallel implementations of matrix oper-
ations in message-passing linear algebra libraries such as ScaLAPACK or PLA-
PACK [14, 34]. The parallel SDA produced in this manner are appropriate for
both shared- and distributed-memory multiprocessors, with the latter including
multicomputers and clusters.

Consider now a cluster of N nodes with PN processors per node, where the
processors in each node share the same address space which is different from
that of other nodes. This corresponds to a hybrid architecture that combines
distributed-memory at the node level (internode) with shared-memory at the
processor level (intranode). To solve a problem which requires P processors, we
can follow then the following three strategies:

– Multithreading (MT). In case P ≤ PN , the problem can be solved us-
ing P threads on a single node.
The “parallel” code is reduced to a serial implementation that uses LA-
PACK and a multithreaded implementation of BLAS.

– Message-passing (MP). In this case, the problem is solved using P
processes. As intranode communications are usually faster than intern-
ode transfers, for maximum performance, ⌈ P

PN

⌉ nodes should be employed,
with PN processes mapped on each node except, possibly, in the last node.
A serial implementation of BLAS (without multithreading support) suf-
fices now, but a specific parallel code that performs matrix operations by
invoking routines from a message-passing linear algebra library is needed.

– Hybrid (HB). In this case, the problem is solved with a combination
of MT and MP. For simplicity, assume P is a multiple of PN ; then, P̄N

processes with TP threads per process are employed so that P̄N ×TP = P .
The same code developed for the MP approach can be employed in this
case if it is linked to a multithreaded implementation of BLAS.
This hybrid approach also permits a combination of processes per node/threads
per process other than 1/PN ; e.g., on nodes with PN = 4 processors, one
could map 2 processes per node with 2 threads each. However, for brevity,
we will not consider this option in our experiments.

The efficacy of the implementations in the multithreaded implementations
of BLAS and the message-passing routines carries on to those of our parallel
DARE solvers. In particular, we employ the kernels in MKL (http://www.
intel.com/cd/software/products/asmo-na/eng/perflib/mkl) and routines
in ScaLAPACK [14] to implement the parallel SDA.
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4 Numerical Experiments

All the experiments presented in this section were performed on a cluster com-
posed of N = 9 nodes using ieee double-precision floating-point arithmetic
(ε ≈ 2.2204 × 10−16). Each node consists of four-way (PN = 4) Intel Ita-
nium2 processors running at 1.5 GHz, with 256 Kbytes/4 Mbytes/4 Gbytes of
L2 cache/L3 cache/RAM. We employ the implementation of the BLAS library
in MKL 8.0. The nodes are connected via an Infiniband network and the imple-
mentation of the MPI communication library is specially developed and tuned
for this network. The performance of the interconnection network was measured
by a simple loop-back message transfer resulting in a latency of 8 µsec. and a
bandwidth of 2.70 Gbit/sec.

In the experiments we solve the DARE associated with the (generalized)
discrete-time linear system described in Example 2.8 from [15]. This model
comes from a full discretization of a point control problem for a 1-D heat
equation obtained using the implicit Crank-Nicholson scheme. The given equa-
tion models the heat diffusion in a (1-dimensional) thin rod with a single heat
source. The resulting linear system presents a single input and a single out-
put (m = p = 1). The data set provided in [15] is of relatively small size
(n = 200). The sampling time (the time steps in the Crank-Nicholson scheme)
are ∆t = 1sec.We use larger problems obtained by using a finer grid in the
discretization scheme. Symmetric positive definite matrices R and Q, of order
1, are just obtained by setting their only entries to 1.

In the results, pdgedrsd and pdgedrsdc, respectively, refer to parallel im-
plementations of the classical SDA and its variant for the full-rank factor of
the solution, respectively, using ScaLAPACK. We also coded routine dgedrsd,
a serial implementation of the classical SDA using LAPACK+BLAS. A nu-
merical evaluation of the algorithms showed that, for this particular example,
the “quality” of the solutions computed by both algorithms were comparable
to those obtained by numerically reliable solvers based on the sign and disk
functions.

To reduce the number of experiments and the amount of data to report, we
conducted a preliminary test to determine the degree of overhead introduced
by the use of ScaLAPACK primitives. Specifically, we measured the execution
time of dgedrsd and its analogous message-passing parallel version pdgedrsd.
The solution times of these two routines using a single processor for a DARE of
order n = 4, 000, showed an overhead of 7% for pdgedrsd. As we consider this
to be low, we will not present in the following results those corresponding to the
mt approach on a single node. The prefixes mp- and hb- in the routine names
denote the parallelization strategy: message passing and hybrid, respectively.

In the experiments we employ three problem sizes, n = 3, 500, n = 4, 900,
and n = 6, 000. These values were selected taking into account the amount of
RAM per node (4 Gbytes). Thus, given the number of matrices involved in the
SDA, the largest problem size occupies (almost) all the memory of the system.
The other two problem sizes require 30% and 60% of that.

4.1 Parallel efficiency

The first experiment is designed to evaluate the parallelism of the algorithms.
Figure 1 reports the execution time of the parallel SDA. The behavior of the
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algorithms is similar for the three problem sizes. A remarkable reduction in
time is obtained for routine pdgedrsd when up to four processors are employed.
After that, the “reduced” computational cost of the problem (determined by its
dimension) hardly justifies the use of more resources. Routine pdgedrsdc at-
tains similar savings in the execution time. Interestingly, the best parallelization
strategy depends on the number of processors: the use of the hybrid paralleliza-
tion (hb), which combines one process per node with up to four threads per
process, yields the lower execution times for up to 4 processors. For 8 and 12
processors (2 and 3 nodes, respectively), the execution times are lower when the
algorithm is parallelized using single-threaded processes (pure message-passing,
mp). For 16 processors (4 nodes), the execution times attained by both strate-
gies, hb and mp, are similar. The jigjagged pattern for the mp implementation
is due to the use of 1-dimensional topologies for 5, 7, 11, and 13 processors.

It is important to realize that no conclusions should be extracted by com-
paring the two algorithms. The performance of routine pdgedrsdc is highly
dependent on the numerical rank of the matrices that appear during the corre-
sponding iteration which, in turn, strongly depends on the specific data of the
problem. In other words, other data may produce completely different costs
and therefore execution times for this particular algorithm.

Table 1 reports the speed-up of the different algorithms/parallelization strate-
gies for the three problem sizes. For each routine, pdgedrsd and pdgedrsdc, the
acceleration is calculated with respect to the execution of that routine on a sin-
gle processor. Let us focus on the larger problem size. On 16 processors speed-
ups of 8.99, 9.57, 8.86, and 8.33 are obtained, respectively, for MP-pdgedrsd,
HB-pdgedrsd, MP-pdgedrsdc, and HB-pdgedrsdc. Thus, the time required to
solve the DARE via the classical SDA (routine pdgedrsd) is reduced from al-
most two hours to slightly less than 12 minutes. When the pdgedrsdc routine
is used, the solution of the same equation, which required about 26 minutes to
complete in one processor, is obtained in less than 3 minutes.

From the data in the table we can also analyze the parallel efficiency of the al-
gorithms. Roughly, the efficiencies of MP-pdgedrsd, HB-pdgedrsd, MP-pdgedrsdc,
and HB-pdgedrsdc for the largest problem size on four processors are 63%,
77%, 61%, and 88%, respectively. These results are similar to those obtained
by other parallel DARE solvers based on the matrix sign and disk functions on
distributed-memory parallel computers [12]. Note that the parallel performance
of all these DARE solvers is mostly determined by the efficiency of the underly-
ing parallel linear algebra libraries and the communication package. Given the
“limited” dimension of the problem that could be solved on a single node of
the architecture, trying to judge the parallel degree of the algorithms from the
results on more than four processors is probably unfair.

4.2 Scalability

We finally evaluate the potential of the parallel algorithms to solve very large-
scale problems using, correspondingly, a larger number of resources. In order to
keep the problem size per processor constant, we fix the problem dimensions to
n/

√
N ≈ 3, 500, 4, 900, and 6, 000 with N the number of nodes and the number

of processors P = 4N .
Figure 2 reports the MFLOPs (millions of flops per second) rate per pro-

cessor attained by the parallel SDA. The results show the scalability of both
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Figure 1: Reduction of the execution time attained by the parallel SDA.
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#Proc. MP-pdgedrsd HB-pdgedrsd

n = 3, 500 n = 4, 900 n = 6, 000 n = 3, 500 n = 4, 900 n = 6, 000

2 1.58 1.62 1.64 1.83 1.82 1.85

3 1.90 2.01 2.08 2.52 2.55 2.56

4 2.46 2.43 2.53 3.30 3.12 3.11

5 2.41 2.68 2.68 – – –

6 3.59 3.66 3.67 – – –

7 2.72 3.13 3.44 – – –

8 4.83 4.55 4.79 4.60 4.11 4.59

9 4.96 5.30 5.33 – – –

10 5.78 5.93 5.75 – – –

11 2.74 3.28 3.76 – – –

12 6.56 6.69 6.88 4.05 4.80 5.53

13 2.77 3.35 3.77 – – –

14 7.49 7.89 8.41 – – –

15 8.16 8.78 8.37 – – –

16 8.61 8.69 8.99 8.59 8.77 9.57

#Proc. MP-pdgedrsdc HB-pdgedrsdc

n = 3, 500 n = 4, 900 n = 6, 000 n = 3, 500 n = 4, 900 n = 6, 000

2 1.59 1.61 1.64 1.87 1.91 1.92

3 2.00 2.05 2.12 2.66 2.74 2.77

4 2.40 2.31 2.45 3.31 3.46 3.53

5 2.77 2.89 2.95 – – –

6 3.40 3.49 3.52 – – –

7 3.59 3.92 4.04 – – –

8 4.45 4.37 4.70 3.93 4.33 4.67

9 4.56 5.07 5.12 – – –

10 5.22 5.41 5.60 – – –

11 4.55 5.29 5.61 – – –

12 5.76 6.46 6.74 5.29 6.05 6.64

13 4.86 5.77 6.25 – – –

14 6.55 7.12 7.56 – – –

15 6.98 7.75 7.96 – – –

16 7.70 8.40 8.86 7.45 7.79 8.33

Table 1: Acceleration of the parallel SDA.

strategies as, after an initial reduction in the MFLOPs figures, due to the com-
munication overhead, the level of the rate is quite constant. Also, from the
figure, we can conclude the superiority of the hb strategy when only 4 proces-
sors are used, which results in a much higher MFLOPs rate for all problem sizes
and algorithms. This advantage is lost when 8 or more processors are used; in
that case, the MP strategy is better. The combination HB-pdgedrsdc results in
a jigjagged MFLOPs curve.

5 Concluding Remarks

We have presented two DARE solvers based on the structure-preserving dou-
bling algorithm for clusters of SMPs. Both algorithms are mainly composed of
well-known matrix operations and therefore can be parallelized using available
parallel dense linear algebra libraries. For one of the algorithms, we propose the
use of RRQR factorization to compress the iterates which results in an algo-
rithm with a considerably lower computational cost. The parallel degree of this
approach is similar to that based on the SVD. We also ellaborate a practical
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Figure 2: Scalability of the parallel SDA.
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modified convergence criterion for the iteration.
Here we have investigated two possible parallelization strategies, one based

on the use of one single-threaded process per processor and a second approach
that combines processes and threads, with one process per node (SMP archi-
tecture) and several threads within each node. The experiments show that the
best parallelization strategy mainly depends on the number of processors while
it is quite independent of the problem size and the algorithm.
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